The Role and Issues of Wide Area Networking in Experimental High Energy Physics

More than any other field of science, HEP is completely dependent on very high speed, very well connected WAN networks in order to accomplish its science. In particular this is true for the several experiments of the LHC. To empower the very large collaboration of scientists distributed worldwide, HEP/LHC requires a large, distributed computing infrastructure consisting of large and small computing centers, some with mass storage capability, connected by high speed networks. HEP has undergone a revolutionary paradigm shift within the last 5 years from instrument-site based computing to globally distributed computing in order to support the very large collaborative development of the data analysis software and to secure sufficient computing power to analyzed the data at the rates generated by the detectors (CMS and Atlas in particular). All of this depends completely on highly capable, scalable, high speed, highly interconnected, and very reliable networks.
Within the US, two DOE Office of Science Labs – Fermilab and Brookhaven – are the “tier 1” repositories of the data from the LHC. The amount of data flowing first from CERN to the tier 1 centers, and then from there to the mostly university-based data analysis (“tier 2” and “tier 3”) sites, produces several orders of magnitude more network traffic than any past science use of WAN networking. In order to support this unprecedented data movement DOE has funded USLHCNet to provide the connections from CERN to the US and has funded ESnet to distribute the data within the US to the tier 1 centers and then to various university networks that connect the tire 2 and 3 centers.
Even during the testing phase of the LHC data handling systems, network traffic was generated at the rate of 4.5-9 Gb/s, sustained 24 hours a day, for several months. In the 20+ years that ESnet has been serving the National Labs that do the large-scale science of the Office of Science, nothing even approaching this has every been seen before,
To support this sort of next generation large-scale science, the Office of Advanced Scientific Computing Research in the Office of Science funded ESnet to design and built a completely new network with a new architecture specifically tailored for science like that of HEP. The new network – ESnet4 – was based on use-cases and requirements that were identified in 2003-2005. The network took about 18 months to build and is now essentially complete in its first phase which provides about 20 Gb/s throughout the US, connecting the Labs to other US and international Research and Education networks. The current network is designed and funded to grow to about 50 Gb/s in late 2010.
The network requirements of the Office of Science have increased substantially in the past several years with requirements now that are considerably more than the upper end of the predictions made in 2002-2004.
The currently scoped ESnet will handle this extra load probably for the next several years (through 2010, or so). Beyond this, the network capacity will have to increase considerably over the original plan. This expansion cannot happen by just adding many more 10 Gb/s optical circuits for two reasons. First, the cost would be prohibitive. Second, the optical network infrastructure that ESnet is built on is shared on a dedicated optical fiber with Internet2 (US R&E network). By 2010 this optical infrastructure will be approaching its capacity and it is not practical to obtain a second complete set of fibers around the country.
In order to increase the capacity of the network until the next generation network is built (in the 2015-2017 timeframe) several new approaches are needed and these will require research, development, and deployment. The currently most promising approaches are 1) the dynamic management of optical circuits thus allowing their integration with the user transport layers of the network; 2) increasing the current 10Gb/s per optical circuit to 100Gb/s per circuit capacity, and; 3) the transparent, selective,  and dynamic re-routing of in-transit data flows from one part of the network to another. All of these technologies are designed to maximize the use of the all of current optical fiber infrastructure. Another topic that is important for the effective utilization of the network by the science community is highly capable, "universally" deployed, end-to-end (user application to user application) network monitoring across all of the intervening network domains (e.g. ESnet, Internet2, GÉANT, etc.).
Beyond developing and deploying these advanced technologies in the current infrastructure, it is important to be looking at the technology for the next generation of network which must be designed and deployed by 2015-2017 in order to support the anticipated large-scale use of the network by HEP as well as the other science communities of the Office of Science: For example, Climate science, coupling of supercomputers as they cooperate on problems too large for a single machine, the international fusion energy experiment (ITER), and others yet  to emerge.
All of this will require funding for R&D and the deployment of new network technology, and a highly cooperative relationship between the R&E network community that supports large-scale science, and between the R&E community and industry. (In fact, many of these collaborations are already in place. E.g. between ESnet, Internet2, Caltech (USLHCNet), and DANTE/ GÉANT (the pan-European R&E network) and between the R&E community and several of the premier US network technology companies: Juniper and Cisco for the upper layer network equipment, and Infinera and Ciena for the optical layer equipment.)
