DYNES: A Dynamic Network System for Data Intensive Science
Talking Points (updated August 3, 2009)
What: We intend to instrument 40 campuses and 14 Connector sites,
            each with a low cost Ethernet switch, IDC server (for dynamic circuits),

            and an FDT server for high throughput (10GE, 1 GE or a few time 1GE), 
            and an attached disk array where needed. Average cost is under $ 20k: 
            $ 20-31k at connectors; $ 11-14k at campuses. 
            

            We can achieve high throughput with field-proven tools in spite of the low costs,

            Using the latest switches and servers (based on actual quotes).

             We will also provide network monitoring via perfSONAR. In-depth monitoring
              including all the activity in the servers sending and receiving data will be
              available as well using MonALISA

Sites: 


We are siting the equipment at the 16 US LHC Tier2 and at approx. 24 most active US LHC Tier3 sites (See below). The CMS and ATLAS high energy physics sites also cover heavy ion (nuclear physics) groups. Other fields such as astrophysics (VO, sky surveys) and gravity wave physics (LIGO) also will get direct benefits. At least as important, we will allow researchers at each campus to use the facility to set up dynamic circuits and send/receive data as needed. Overall DYNES is meant to serve the broad “data intensive science” community in many disciplines.  

	Tier
	Campus [ATLAS]
	Connector

	2
	Boston University
	NOX

	2
	Harvard
	NOX

	2
	IUPUI
	Indiana Gigapop

	2
	Michigan State
	Merit

	2
	SLAC
	ESnet

	2
	U Chicago
	MREN

	2
	U Michigan
	Merit

	2
	U Oklahoma
	GPN

	2
	U Texas - Arlington
	LEARN

	3
	Duke
	MCNC

	3
	Indiana U
	Indiana Gigapop

	3
	Tufts
	NOX

	3
	U California-Santa Cruz
	CENIC

	3
	U Illinois
	CIC OmniPoP

	3
	U Texas – Dallas
	LEARN


	Tier
	Campus (CMS) 
	Connector

	2
	Caltech
	CENIC

	2
	MIT
	NOX

	2
	Purdue
	Indiana Gigapop

	2
	U California - San Diego
	CENIC

	2
	U Florida
	USF/FLR

	2
	U Nebraska - Lincoln
	GPN

	2
	U Wisconsin - Madison
	CIC OmniPoP

	3
	Cornell
	NYSERNet

	3
	Florida State
	USF/FLR

	3
	Florida Tech
	USF/FLR

	3
	Johns Hopkins
	MAX

	3
	Princeton
	MAGPI

	3
	Rice
	LEARN

	3
	Rutgers
	MAGPI

	3
	Texas Tech
	LEARN

	3
	U  Iowa
	CIC OmniPoP

	3
	U Colorado
	UEN

	3
	U Kansas
	GPN

	3
	U Maryland
	MAX

	3
	U Minnesota
	CIC OmniPoP

	3
	U Nebraska - Omaha
	GPN

	3
	 U Tennessee
	SOX

	3
	UC Riverside
	CENIC

	3
	UCLA
	CENIC

	3
	Vanderbilt
	SOX


Once the DYNES project (proposed for 2010 – 2012) is well underway, we will open it up to other campuses that volunteer to bear the (relatively low) cost.

Why:  
· Large scale science projects have become distributed using facilities spread over national and intercontinental distances.

· Researchers need to send/receive datasets of Terabytes (at Tier3s) to tens of Terabytes (at Tier2s) in a reasonable time, which results in data flows lasting hours to days of 1-10 Gbps today, and higher in a few cases. Not only in HEP:
several other fields (see for example ESnet network requirements studies) have rising needs that will be of similar scale to HEP within the next 2-5 years.

           Achieving these flows is no longer a technical barrier: with large numbers of 
           compute nodes and existing production tools at some sites (OSG, gridftp), and 
           at sites with less equipment and expertise using the most recent tools (FDT).
           But these tools need to be put in researchers’ hands, at low cost, and the means to 
           use, shared and manage well the available bandwidth must be provided. 
           
           This is the impetus, and the opportunity to improve and potential transform
              research, behind DYNES. 

Requirements to Meet the Needs:

· Once researchers have this capability, we need 

1. A hybrid network to separate support for large flows on circuits, with known (authenticated, authorized) sources and destinations, from the general purpose network that needs to use more expensive carrier-class routers, and firewalls that cannot support many large flows.

2. The ability to allocate guaranteed bandwidth to flows, so that the flows can have predictable throughput, and finish in a predicable time. 

3. The ability to fully use the bandwidth allocated (with smooth flows), to prioritize manage the large flows and adjust their characteristics as needed. 

· The research is typically multi-domain, including international. So we need to 

4. Establish federated trust (to authenticate and authorize users getting bandwidth over continental and intercontinental distances). 

5. Establish a mechanism for negotiation at the inter-domain edges, where each domain can keep control over its resources. Hence no control information sent transparently across a domain (negotiation via a broker is
possible. 

Quantitative Constraints: the Dynamic Circuit Imperative 

· Once there are many sites capable of 1-10 Gbps and in some cases larger flows, nailed up circuits are no longer an alternative:

1. Too many circuits (e.g. a 2 X 2 mesh with 40 sites is a minimum of 780 circuits

2. The aggregate bandwidth is too much, in the 1 to several Terabits/sec range; more in the future

3. There is no way to extend nailed up circuits and hold the bandwidth across multiple domains, especially internationally

4. Overall a nailed up system cannot scale and will immediately become unmanageable.

· Other advantages of dynamic circuits

1. Mesh protection and reallocation of bandwidth; this is especially flexible and hitless for networks using Layer 1 circuits with active use of VCAT and LCAS

2. One can reconfigure and continue operations in mission-critical networks with limited bandwidth relative to the demands (for example US LHCNet with 4 and soon 6 OC-192 transoceanic circuits). If not for this, then given the outage frequency the level of availability would fall below the specification (due to disruptive outages while the network was reconfigured). 

· Nature of the Project
1. This is a development and integration project: DYNES will build on existing components that are in production use today, including the IDC software suite, applications that switch flows to the circuit-oriented network as needed (such as Terapaths and Lambda station), and perfSONAR for monitoring

2. Higher level services will be built as needed (e.g using MonALISA agent based services which are shown to be robust and run 24 X 7 for months to years in some cases). 

· Benefits
1. Researchers will learn how to handle large datasets using distributed resources

2. R&E networks will learn how to provision, operate and manage networks in support of (many) large flows. Undergoing a paradigm shift (in the circuit part of the hybrid network) following the paradigm shift in science towards large-scale distributed data, processing and collaborative analysis over long distances

· The Longer View 
1. It is in this form that Internet2 is likely to realize its potential as a truly advanced network, with an impact that could not previously be foreseen.

2. As such, it could also lead to more general shift towards enabling the at-large community to better deal with increasing quantities of data, and correspondingly increasing data flows. In short, it could have a transformative impact on research and education in the longer term. 
From the Letter to Connectors :

Through this proposal, our collaboration plans to provide you as the connector and the campuses involved with the needed, pre-configured equipment to implement virtual circuit capabilities.  If the proposal is funded, we will provide an appropriate switch (1U rackmount, if required) and an IDC (Internet Domain Controller) system (1U, rackmount). We will also provide help with equipment tuning, easy methods to improve throughput, and services that will be used and supported by a broader community. However, be aware that there may be some other costs that might be incurred.

By participating in this effort, we would need your assistance in the following ways:

· Accept delivery of the equipment;

· Provide equipment collocation space, network connectivity and power supply for the duration of the 3-year proposal;
· Install and provide initial configuration with step-by-step support from Internet2. 

 

The DYNES collaboration will provide a three-year warranty for all equipment. Additionally, I want to assure you that this effort will use and is complementary to the new Internet2 ION service, that this effort does not conflict with ION and does not pre-determine any particular circuit network architecture. 

From the Letter to Campuses and Researchers:

Through this proposal, our collaboration plans to provide your campus and your Internet2 Connector with the needed, pre-configured equipment to implement virtual circuit capabilities. If the proposal is funded, we will provide an appropriate switch (1U rackmount, if required) and an IDC (Internet Domain Controller) system (1U, rackmount) and a Fast Data Transport (FDT) storage server (1U+3U) to be used for circuit validation as well as local storage for LHC groups. We will also provide help with equipment tuning, easy methods to improve throughput, and services that will be used and supported by a broader community. However, be aware that there may be some other costs that might be incurred.

By participating in this effort, we would need your assistance in the following ways:

· Accept delivery of the equipment;

· Provide equipment collocation space, network connectivity and power supply for the duration of the 3-year proposal;
· Install and provide initial configuration with step-by-step support from Internet2. 

 

The DYNES collaboration will provide a three-year warranty for all equipment. Additionally, I want to assure you that this effort will use and is complementary to the new Internet2 ION service, that this effort does not conflict with ION and does not pre-determine any particular circuit network architecture. 

