Project Summary

<1 page – HN and NT>

Here’s an extended summary (Version 3) of the program. It will be cut down to one page in the final version - HN.

A.1 Intellectual Merit 
Internet2 together with 40 US universities, 14 Internet2 Connectors and its regional and international network partners proposes to develop and deploy the Dynamic Network System (DYNES), a nationwide (and international) cyber-instrument that serves 40 campuses in the US and many sites overseas, is designed to handle the large long-distance data flows required to support the investigations of scientists throughout the US and overseas in support of the LHC, LIGO, the Virtual Observatory and other large scale sky surveys, as well as other leading programs in data intensive science. 

By integrating existing and emerging standard protocols and software suites for dynamic circuit provisioning and scheduling, in-depth end-to-end network path and end-system monitoring, and higher level services to be developed for monitoring and management on a national scale, DYNES will allocate and schedule channels with bandwidth guarantees to each of several classes of prioritized data flows with known bandwidth requirements, and where needed to the largest high priority data flows. This will enable Internet2 and network partners to utilize and share their available network resources with far greater effectiveness than otherwise possible. DYNES is dimensioned to support many data transfers each of which require aggregate network throughputs between sites of 1-20 Gigabits/sec (Gbps) now, rising to the 40 to 100 Gbps range where needed in the coming years, as next generation network technologies and server interfaces emerge.  This capacity will enhance by an order of magnitude the researchers’ ability to distribute, process, access and collaboratively analyze datasets at university-based Tier2 and Tier3 centers in the range of 1 to 100 Terabytes now, and Petabyte-scale datasets in the near future once the LHC begins operation this year. Astrophysicists involved in current (JIVE, EVN, EXPreS) and next generation (SKA and SKA pathfinders) eVLBI projects, as well as other programs such as JDEM and LSST, will be able to enhance the reach and sensitivity of their investigations as the data acquisition rates increase keep pace with the advance of network technologies in the coming decade. 

DYNES is based on a “hybrid” packet and circuit architecture composed of Internet2’s Dynamic Circuit Network (DCN) and extensions over regional and state networks to the US campuses as well as transoceanic (IRNC, USLHCNet), European (GEANT2) and Asian (for example SINET3 in Japan and  RNP and ANSP in Brazil) research and education networks to reach CERN as well as other laboratories and campuses overseas. DYNES will leverage the network infrastructures of Internet2 and its R&E network partners, as well as the computing and storage facilities at the participating sites. 

DYNES will build on existing major key software components and sub-systems which have already been individually field-tested and hardened. These include Internet2’s DCN Software Suite, which includes a resource broker, path-building, and inter-domain circuit building (IDC, aka ESnet’s OSCARS
) components, integrated into a single package that conforms to a selected set of standards (the DICE control plane, OGF, UNI, ENNI, GMPLS, GLIF) which are implemented so as to interwork with the hybrid network software implementations of Internet2’s network partners. The DCN software suite is open [BSD license] and release-managed by Internet2 in collaboration with a larger working group formed to support and develop DCN in the context of the Global Lambda Integrated Facility (GLIF). 

DYNES also includes the emerging standard perfSONAR monitoring and measurement system as well as Caltech’s MonALISA system, as well as the UltraLight Linux kernel developed at Michigan and the state of the art data transfer tools and applications already developed at Caltech (FDT, FDT/dCache) or under development (FDT/Hadoop) for transfers among storage systems separated by national and intercontinental distances, which have been developed in NSF’s UltraLight and Physics Lambda Network System (PLaNetS) projects.

The deployment of DYNES is essential for the efficient use of the available network resources and for enhancing the working efficiency if its users. This will be achieved by using (1) A set of APIs that enable data transfer requests from authenticated and authorized requestors to communicate parameters characterizing the transfer attributes (size, level of priority, desired ETA, loss tolerance, etc.), (2) Queues for tasks (transfers) of different lengths and levels of priority, coupled to dynamic (real or virtual) path-construction services for the most demanding, high-priority tasks, leveraging the work of the DOE-funded OSCARS, TeraPaths and LambdaStation projects (3) A task "director" aided by end-system agents to partition the work among foreground, real-time-background and queued transfers, (4) Network path and topology discovery, path performance estimation, and tracking services, based on monitoring services  such as PerfSONAR and MonALISA (ML), along with autonomous agent-based services using ML’s field-proven globally scalable real-time messaging infrastrucuture, and (5) Policy-based network path-request and utilization services, incorporating the OSG infrastructures for authentication, authorization and accounting.  
The DYNES team will partner with the LHC and astrophysics communities, the Open Science Grid and Worldwide LHC Computing Grid (WLCG) to deliver the above capabilities to the LHC experiments, LIGO, VO and the afore-mentioned eVLBI programs, broadening their existing Grid computing systems by promoting the network to a reliable, high performance, actively managed component.  It will enhance High Energy Physics (HEP) applications by closely coupling to the Grid-based physics production and analysis systems which are now in use in ATLAS, CMS, ALICE and LHCb.  Physicists will use Internet2’s DCN, and where applicable ESnet, US LHCNet and the overseas partner networks, as well as the UltraLight network testbed, helping them to meet near-term data analysis milestones and greatly improve the performance and robustness observed in data handling operations. Astrophysicists will enhance their ability to locate, extract and if needed distribute and further process massive datasets. Radio astronomers will enhance the sensitivity and discovery reach of their explorations, acquiring, processing and correlating data at burst-rates one to two orders of magnitude higher than previously attainable.
Broad Impact: The deployment of DYNES, though its groundbreaking character as the first intercontinental hybrid packet- and circuit production network system aimed at data intensive science, and its unprecedented level of network capability in handling large data flows and real-time data streams, will represent a watershed in the history of research and education networks, as well as the scope of their national and international partnerships. In addition to the OSG software stack and perfSONAR, the MonALISA autonomous agent-based services, field-proven in seven years of round the clock non-stop operation in support of Grid operations for the LHC experiments, Caltech’s EVO collaborative system, and many other applications,  will bring a new level of scalability and operational efficiency to national and global-scale data networks and their monitoring and measurement infrastructures, as well as the new scheduling services to be developed.  

Education and Outreach: In collaboration with the CHEPREO and similar E&O efforts targeting under-served communities both in the US and overseas, we will reach a wide variety of students at our collaborating institutes including a significant number of students from traditionally underrepresented groups and minorities and students from our collaborating international institutions. State of the art standalone services and lightweight tools (in easy to use well-packaged forms that will evolve from the present production-ready tools), as well as tutorials and ongoing clear advice and training in the configuration of servers, network interfaces, the Linux kernel, file systems, and high performance TCP stacks will be provided. This will lower the barriers, and enable individual graduate students, undergrads, postdocs and faculty to use DYNES to achieve high throughput in support of their research in many data intensive fields.

Project Description

B Instrument location
Dynamic Network System (DYNES) instruments will be located at 40 campuses nationwide that host LHC Tier 2 and LHC Tier 3 computing and storage facilities, and regional research/education network sites.
C Research activities to be enabled 

The rapid advance in the capacity and performance of affordable disk storage systems, and the emergence of optical networks supporting multiple links of 10 Gigabits/sec (Gbps) has continued to drive the reach of frontier projects in many fields of data intensive science that seek to understand the nature and origins of our universe and ourselves, the world we live in, and the processes and factors that govern our climate and the future ecosphere. The key characteristics of these fields are the sharing of massive amounts of data among thousands of collaborators distributed worldwide, distributed data processing, storage and management, distributed simulation and visualization, and in some cases computational steering. The ability to rapidly acquire, process, distribute, reprocess, host, redistribute and collaboratively analyze unprecedented volumes of data is inherent to these experiments’ ability to meet their goals, and their potential for revolutionary discoveries. 

High Energy Physics (HEP), and the LHC experiments in particular, is a leading example, where a revolutionary paradigm shift has occurred within the last 5 years, from instrument-site based computing to globally distributed computing in order to support the very large collaborative development of the data analysis software and to secure sufficient computing power to analyze the data at the rates generated by the detectors. All of this depends completely on highly capable, scalable, high speed, highly interconnected, and very reliable networks. The LHC experiments’ “Tiered” computing and storage systems already encompass more than 140 sites, each of which hosts from tens of terabytes (Tier3) to hundreds terabytes (Tier2) to petabytes (Tier1). Sustained throughputs among the sites at speeds of 1-10 Gbps (and in some cases > 10 Gbps) lasting for days are in production use today by some Tier2 sites as well as the Tier1 sites, particularly in the US. The experiments now taking data at Fermilab also have accumulated multi-petabyte datasets, and face similar challenges and throughput requirements.

The LHC data volumes are expected to expand by an order of magnitude over the next several years, and the data transport speeds are expected to rise with them as regional, national and transoceanic network links of 40 and 100 Gbps become available and affordable. The growth in bandwidth use by high energy physics, which has risen by a factor of 300 - 1000 per decade, is expected to continue its steady exponential climb at a similar rate in the coming years
.  The bandwidth provisioning in US LHCNet, to meet the transatlantic Tier0, Tier1 and part of the Tier2 needs for example, is expected to grow to 
280 - 400 Gbps by 2014, with similar bandwidths interconnecting its points of presence in the US 
(NYC and Chicago) and in Europe (CERN and Amsterdam).    

Other fields of data intensive sciences face similar challenges. Recent requirements workshops
 have shown that nuclear physics experiments will require 20-40 Gbps to the Brookhaven and Lawrence Berkeley national labs, 30 Gbps across the Pacific, and 20 Gbps across the Atlantic by 2012, leading to requirements of one to several Gbps at the participating university sites, and up to 10 Gbps at major sites such as Vanderbilt and MIT. In a similar time frame the needs
 of climatology, the Earth System Grid, and a wide range of biological and environmental research areas including genomics and proteomics, atmospheric aerosol chemistry, biological interactions and dynamics, the science of interfacial phenomena, geochemistry and biogeochemistry, and subsurface science are expected to have overall bandwidth requirements variously estimated to be in the 100-250 Gbps range.  In fusion energy sciences
, the per-site bandwidth requirements of the presently deployed tokamaks and supercomputer centers are expected to grow to the 10-80 Gbps range in this time frame, followed by ITER that will require more than 80 Gbps of bandwidth just to keep up with the anticipated flow of real data (40 Tbytes/hr) and simulated data (42 Tbytes/hr). The needs per site in basic energy sciences
 to support remote experimentation, visualization and analysis, at the major synchrotron light sources, the Spallation Neutron Source, and supercomputer studies of combustion, are expected to grow from the 4-20 Gbps range by 2012, to the 10-100 Gbps range in the following years.

C.1 Motivating Science Applications 

In partnership with the Open Science Grid (OSG)[u20], and using the results of the NSF-funded UltraLight [a16], [a15], PLaNetS and DISUN projects [u5], we will deliver these capabilities to the high energy physics (HEP), gravity-wave physics and astrophysics communities, and to the broader scientific communities at all the campuses served, by coupling DYNES’ circuit provisioning, data transport and end-to-end monitoring services to their grid-based analysis systems. Leading examples are  the physics analysis and data handling systems now in use by development in ATLAS [u1] and CMS [u29], helping them to meet near-term Grid analysis milestones and greatly improve the performance observed in data analysis operations. 
C.1.1 Relationship to OSG and Ultralight/PlaNetS

Working in partnership with OSG, the Large Hadron Collider (LHC) [u16] groups operating Tier1 and Tier2 centers, and physics groups at Tier3 sites, will be able to greatly enhance their ability to transport data among their sites, in a strategically managed, fair-shared and policy-driven manner, thereby greatly increasing their ability to harness their computing and storage resources for data analysis, and scientific discovery. Astrophysicists will enhance their ability to locate, extract and if needed distribute and further process massive datasets. Radio astronomers will enhance the sensitivity and discovery reach of their explorations, acquiring, processing and correlating data at burst-rates an order of magnitude greater than previously attainable.
DYNES will amplify and broaden the capabilities of OSG, a uniquely capable national computational facility supporting simulation and experimental research. We will augment the OSG software stack with DYNES’ real-time services that estimate, monitor and track data transfer performance, and build managed data channels or complete network paths for high priority data transfer tasks as needed, to optimize the overall throughput among the grid sites.  

DYNES will exploit the recent breakthrough progress of the last five years in several network-related areas of information technology to exploit the full capabilities of long range networks, in partnership with the UltraLight team. UltraLight is a state-of-the art testbed based on a hybrid optical packet- and circuit-based dynamic network infrastructure with more than twenty 10 Gbps links, interconnecting the high energy physics labs (Fermilab, BNL, SLAC, LBNL, Argonne) in the US, CERN in Europe and KEK in Japan, and key university sites in the US, Korea and Latin America (Caltech, Florida, Michigan, FIU, UERJ in Rio and UNESP in Sao Paulo). Several novel methods for real-time network and end-system monitoring and management services have been developed and proven in sustained field-trials over the last four years including  (1) fair-sharing, stable, high performance TCP-based network (2) tuned Linux kernels and network interface settings capable of sustained data transport in the range approaching 10 Gigabits/second (Gbps) for individual streams (3) global-scale agent-based systems, exemplified by Caltech’s MonALISA system, that autonomously monitor and help manage major research networks, hundreds of grid clusters and other distributed systems around the clock. 
C.1.2 LHC: Physics and Computing Challenges 

High Energy Physics experiments are breaking new ground in the understanding of the unification of forces, the origin and stability of matter, as well as structures and symmetries that govern the nature of matter in our universe. To improve our understanding of the fundamental constituents of matter, and the nature of space-time itself, researchers work to isolate and observe rare events, predicted by a variety of new physics theories which go beyond our current understanding.  Even by utilizing highly-processed analysis object data, the size of an LHC dataset suitable for discovering such rare events is expected to be at the terabyte level with similar amounts of Monte Carlo simulated data required for hypothesis testing.  Further, assuming a typical LHC data taking period (“Run”) corresponds to approximately 1-3 hours of stable online operations, the size of such a canonical RAW dataset is also expected to be about a terabyte.  Hence, physicists performing searches for possible new physics discoveries as well as physicists conducting detector calibration and systematic studies, vital for establishing the early presence of possible new physics signals, will frequently request terabyte sized dataset “chunks” for their work. 

Over time, total HEP data volumes to be processed, analyzed and shared are expected to rise from the multi-Petabyte (1015 Byte) to the Exabyte (1018 Byte) range within the next 10-15 years, and the corresponding network speed requirements on each of the major links used in this field are expected to rise from the current 10 Gigabit/sec (Gbps) to the Terabit/sec (Tbps) range during this period, as summarized in the following roadmap of major HEP network links  [a19].

Table 1: Bandwidth Roadmap (in Gbps) for Major HEP Network Links

	Year
	Production
	Experimental
	Remarks

	2001
	0.155
	0.622 – 2.5
	SONET/SDH

	2002
	0.622
	2.5
	SONET/SDH; DWDM; GigE Integr.

	2003
	2.5
	10
	DWDM; 1 & 10 GigE Integration

	2005
	10
	2-4(10
	( Switch, ( Provisioning

	2007-8
	2–4(10
	~10(10 (and 100)
	1st Gen. ( Grids

	2009-10
	6-8(10 
	~20(10 (and 2(100)
	40 Gbps ( Switching

	2011-12
	~20(10 (or ~2(100)
	~10(100
	2nd Gen. ( Grids, Terabit networks

	2013-15
	~Terabit
	~Multi-Terabit
	~Fill one fiber


The HEP community leads science in its pioneering efforts to develop globally-connected, grid-enabled, data-intensive systems. Its efforts have led the LHC experiments to adopt the Data Grid Hierarchy of 5 “Tiers” of globally distributed computing and storage resources[a20]. Data at the experiment are stored at the rate of 200-1500 Mbytes/sec throughout the year, resulting in Petabytes per year of stored and processed binary data that are accessed and processed repeatedly by worldwide collaborators. 
Processing and analyzing the data requires the coordinated use of the entire ensemble of Tier-N facilities. The relatively few large Tier-0 and Tier-1 facilities are best suited for the high priority large-scale tasks of systematic data processing, archiving and distribution. Moving down the hierarchy to the smaller and more numerous Tier-2 and Tier-3 facilities, individuals and small groups have greater control over how these resources are allocated to small and medium-sized tasks of special interest to them. Data flow among the Tiers will therefore be more dynamic and opportunistic, as thousands of physicists vie for shares of more local and more remote facilities of different sizes, for a wide variety of tasks of differing global and local priority, with different requirements in turnaround times (from seconds to hours), computational requirements (from processor-seconds to many processor-decades) and data volumes.
C.1.3 Initial and Advanced LIGO: Physics and Computing Challenges.  

The Laser Interferometer Gravitational wave Observatory (LIGO) community is beginning to integrate its data analysis efforts into OSG in an effort to efficiently utilize “friendly computational cycles.” One of the greatest challenges associated with conducting LIGO data analysis on OSG is to efficiently move datasets that are typically on the order of one TB in size from LIGO’s data grid, which houses the full LIGO dataset, onto the storage resources associated with OSG compute resources. The Physics Lambda-based Network System (PLaNetS), in partnership with the OSG, will allow LIGO to address current network limitations and exploit the full potential of the computational resources available on the OSG, thereby promoting the most efficient analysis of gravitational wave data.

LIGO data movement among its Observatories, Tier-1 and -2 centers, international gravitational wave partners and onto OSG storage resources will benefit through the use of PLaNetS new transparent transport layer tools and services for monitoring and tracking network performance.

In the future, Advanced LIGO, with its increased sensitivity, will likely experience a tenfold increase in data volume. Binary inspiral waveforms will increase in length by nearly two orders of magnitude.  Typical data analysis of Advanced LIGO data will likely require data transfers of several terabytes to efficiently utilize local computational resources on the grid. LIGO’s partnership with PLaNetS will provide opportunity for testing and design guidance prior to the production-level science start-up of Advanced LIGO.  

C.1.4 Virtual Observatory: Astrophysics and Computing Challenges. 

Astronomy continues to generate data with an exponentially growing rate, with a doubling time of ~ 1.5 years.  As of the mid-2009, there are a few PB of data on astronomical archives world-wide, and the data generation rate is a few TB/day.  This trend will continue: the next decade will witness the completion of several new and massive surveys of the Universe, in addition to the ongoing analysis of the data already in hand.  New surveys will span the whole electromagnetic spectrum from (-rays and X-rays (e.g., Fermi, Chandra, and NuStar satellites, among others) through the optical and ultraviolet (GALEX and JDEM satellites, many ground-based surveys), IR (e.g., Spitzer, Herschel, and WISE satellites, UKIDSS and VISTA ground-based surveys), to measurements of the cosmic microwave background and radio (WMAP and PLANCK satellites, and a number of ground-based instruments, including eVLA, LOFAR, ATA, and SKA prototype arrays). It is only when these datasets are combined – collating data from several different surveys or matching simulations to observations – that the full scientific potential is realized; the scientific returns from the total will far exceed those from any one individual component.
One area of a particular growth and interest are synoptic sky surveys, which cover the sky many times, looking for moving (e.g., Earth-crossing asteroids) or variable objects (e.g., Supernovae, and other types of cosmic explosions).  The current examples include the CRTS and PTF surveys, which produce ~ 0.1 TB/night, the soon-forthcoming Pan-STARRS and SkyMapper surveys (~1 TB/night), to the LSST (~ 30 TB/night).   Real-time detection and follow-up of transient events discovered by these surveys poses special challenges.  With the advent of event-based astronomy, the demands on the computing system grow, as the astronomers want to be notified of changes in the sky within minutes of a (-ray burst or supernova, meaning that the pipeline must be able to meet these real-time requirements.  Other pipelines build derivative products that can be used for mining, including on-demand computed data products from the existing distributed archives.
C.2 Large Scale Data Analysis System Requirements 


The large scale analysis systems (typified by the LHC) generate several types of requirements
: 

· The systems are data intensive and high-performance, typically moving terabytes to tens of terabytes per day for months at a time 

· The system are high duty-cycle, operating most of the day for months at a time in order to meet the requirements for data movement

· The systems are widely distributed – typically spread over continental or inter-continental distances

· Such systems depend on network performance and availability, but these characteristics cannot be taken for granted, even in well-run networks, when the multi-domain network path is considered

· The applications must be able to get guarantees from the network.  This is required to ensure that there is adequate bandwidth to accomplish the task at hand; and also to allow graceful failure and auto-recovery and adaptation to unexpected network conditions, including those that are short of outright failure
These requirements are generally true for systems with widely distributed components in order to be reliable and consistent in performing the sustained, complex tasks of large-scale science. To meet these requirements networks must provide:
· High capacity 

· Communication capabilities that are service-oriented: configurable, schedulable, predictable, reliable, and informative,
The network and its services must also be scalable, since the bandwidth requirements will grow as the data volumes acquired and storage increase, and as the speed of networks and the ability of servers to send and receive data advance.
C.3 Meeting the Science Requirements: A Hybrid Network Architecture

In order to meet the science requirements Internet2 and ESnet, along with several US regional networks, US LHCNet, and GEANT2’s AutoBAHN project
 in Europe, have developed a strategy based on a dual or ‘hybrid’ network architecture, where the traditional IP network backbone is paralleled by a second, circuit-oriented core network reserved for large-scale science traffic
. The major examples are Internet2’s Dynamic Circuit Network (DCN) and ESnet’s Science Data Network (SDN), each of which provide: 

1) Increased bandwidth capacity and reliability of network access, by mutually isolating the large long-lasting flows (on the DCN and/or SDN) and the traditional IP mix of many small flows

2) Providing guaranteed bandwidth as a service by building a system to automatically schedule and implement virtual circuits traversing Internet2 and (as needed) ESnet and the other R&E networks mentioned above, and 

3) Improving the ability of scientists to access network measurement data for all of the network segments end-to-end that are critical to their science by participating in an international collaborative measurements effort, implemented in PerfSONAR. Such measurements are essential for debugging and tuning for the massive end-to-end (application-to application) data flows of large-scale science.

The separation of the circuit-oriented network from the IP backbone also is driven by the need to meet different functional, security and architectural needs:

1) The general purpose campus networks must accommodate a huge number of disparate devices, and open access means supporting flows from many unidentified sources, while guarding against improper exploitation (e.g. limiting file sharing, preventing denial of service attacks, filtering inappropriate content as required). Firewalls are therefore used, which are in general not architected to support very large traffic volumes, particularly if there are large individual flows.

2) The science network, on the other hand, can be limited to accept traffic only from authenticated, authorized sources. Using digital certificates to establish identity, for example, obviates the needs for firewalls.

3) While high capacity traditional layer 3 routers are needed to support the huge number of routes inherent in general purpose internet traffic, supporting the rapidly growing volumes of science data traffic on these routers would be very expensive due to the high cost of their 10 Gbps network interfaces. A solution based on mid-range switch routers and optical multiplexers supporting a large number of 10 gigabit Ethernet (10 GE) ports connected to 1 GE and 10GE server interfaces (as needed) is far more cost-effective, by approximately a factor of 5 
[To Be Checked; a footnote or reference comparing the costs needs to be included. For example Johnston quotes $ 1.5M list for a router capable of routing 6 Mpps…]. 

This trend is expected to continue with the next generation of 40 Gbps and 100 Gbps technologies, where 100 Gbps router port prices are expected to remain in the several hundred k$ range for the next few years.  

C.4 The Practical Necessity of Dynamic Circuits (in DYNES) for Data Intensive Network Use

As described above, the conditions, characteristics, and the known source- and destination-identity of large scale science data flows, as distinct from the much larger number of small flows in a general-purpose traffic mix, lead naturally to the “hybrid” model of side-by-side networks. An additional requirement, recognized by the major R&E networks as being necessary to support the volume of traffic foreseen and the number of sites foreseen, is the use of dynamic circuits. 

The necessity of circuits that can be dynamically provisioned and allocated to flows, and subsequently released to accommodate new transfer demands – with different source and destination, and/or different bandwidth requirements, and/or different priority or packet loss tolerance (as in the case of real-time flows) is a simple practical matter. DYNES initially plans to support 40 campuses and 14 connector sites, where each Tier2 campus will typically aim for 3-10 Gbps to complete typical dataset transfers of 30 terabytes in a 24 hour day and preferably less, and where each Tier3 sites will typically aim for 1-3 Gbps to transport few terabyte data subsets in a matter of a few hours for analysis. 

It would be impractical to set up a large number of nailed up traditional circuits of 1 and 10 Gbps to serve these sites. Building a 2 X 2 mesh of circuits would mean 780 circuits, with an aggregate provisioned bandwidth of a few terabits/sec (Tbps), up to 7.8 Tbps depending on the number of 
10 Gbps circuits. And sites running “a few” 1 GE circuits would just increase this number. No existing backbone could bear this capacity (and the associated cost). Technically, the times-to-completion of all the data transfers would then be inherently unpredictable, and it would not be possible to effectively schedule high priority transfers using deadline scheduling where needed.  

One could envisage a large number of VLANs, but the operations and management problems would be severe, and the technical outcome would still be that of a shared network, where no single data transfer or data could receive the bandwidth guarantees it needs.

With a dynamic network system such as DYNES, the complexity and associated operational 
problems would only increase in the case of inter-domain circuits where the IDC software includes the means to negotiate and agree on the end-to-end bandwidth of an inter-domain path.
Without these negotiation mechanisms, the ability of one R&E or mission network to impose bandwidth demands (only at a level agreed upon and considered fair) would be difficult or impossible to manage. And, as above, it would be impractical to simply nail up circuits among all the site-destination pairs, once the number of sites is more than a handful. 

Indeed, given the relatively low equipment costs and the high levels of capability of DYNES, we expect that a number of sites beyond the initial 40 volunteer to join DYNES at their own expense once DYNES’ capabilities are widely demonstrated, and shown to be production-ready for broader use. This would only further accentuate the need for scheduled circuits across the US and overseas network infrastructures, as opposed to nailed up circuits that would be impractical. 

A further operational benefit of dynamic circuits applies to networks such as Internet2 and US LHCNet, which can use layer 1 dynamic circuits based on the VCAT and LCAS standards to automatically reconfigure and re-allocate bandwidth without bringing down the links. This is used by US LHCNet now, for example, to react to an outage on any one of its (currently four and soon six) OC-192 transatlantic links. Without this capability, US LHCNet would have to bring down the network while it reconfigured in many cases, maintaining adequate bandwidth to the US Tier1 centers in particular. These disruptive transitions (which US LHCNet currently avoids entirely) would prevent it from meeting its specified mission-goal of 99.9% or greater up time. 

C.5 DYNES: Bringing the Benefits of Dynamic Circuit Networks to a Broader Scientific Community

DYNES will bring the benefits of schedulable, reliable bandwidth to a much broader scientific community, by instrumenting 40 campuses with the necessary switching and inter-domain circuit provisioning equipment at low cost, and making its high throughput and end-to-end network monitoring services available to many scientists throughout the campus that need them, in addition to the thousands of physicists using the LHC Tier2 and Tier3 centers. 

The DYNES service-oriented deliverables, integrated from existing component and subsystems through the development of suitable interfaces (See Section x.y.z) include:

· A multi-domain virtual circuit service (MVCS), developed cooperatively with the networks that are intermediate between the Internet2 DCN and the major collaborators to ensure and-to-end interoperability

· Service-oriented, user-accessible network monitoring systems

· Collaboration support services: application of the existing Public Key Certificate infrastructure as part of the MVCS
The main characteristics of MVCS are:

· Guaranteed bandwidth service: user-specified bandwidth may be requested and managed in a Web Services framework. This service can be accessed by individual users, system or site managers, and in the latter DYNES project stages also autonomous agents, based on role-based (PKI certificate) authentication and authorization.

· Traffic isolation and traffic engineering to provide for high-performance TCP stacks and other  transport mechanisms; including the option for non-standard mechanisms that cannot co-exist with commodity TCP-based transport. This will also enable the engineering of explicit paths to meet specific requirements, for example to bypass congested links, using lower bandwidth, lower latency paths.
·  Secure connections: The circuits are “secure” to the edges of the network (the site boundary) because 
   they are managed by the control plane of the network which is isolated from the general traffic.

·  End-to-end (cross-domain) connections of several types: between Labs or other experiment sites and 
   collaborating institutions, as well as to sites hosting computational resources (Tier2 or Tier3, or 
   supercomputer sites to support some scientific fields), and among collaborating sites for shared
   simulations, visualization or collaborative work on data analysis.

·  Reduced cost of handling high bandwidth data flows, since the most highly capable routers are not 
   necessary when every packet goes to the same place
DYNES will crystallize the benefits of the hybrid network architecture summarized above by integrating the circuit networks and provisioning services into an end-to-end system architecture that encompassing storage systems, network interfaces and generally available high-throughput applications. DYNES also will provide field-proven subsystems (such as LambdaStation and Terapaths) that are capable of diverting flows onto the circuit-oriented networks as needed, thereby improving the operational efficiency and manageability of both sides of the hybrid networks. 

D Description of the Research Instrumentation and Needs

D.1 Requirements
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Figure 1 DYNES example of data transfers from a Tier 3 to a Tier 2 and a Tier 2 to a Tier 1 across a dynamically allocated circuit
The Dynamic Network System’s (DYNES) primary goal is to facilitate high-performance data flows between scientific researchers. Figure 1 gives two examples of transfers that DYNES supports. In the first transfer shown, a Tier 3 site performs a data transfer with a Tier 2 site (the yellow line). The Tier 3 site accesses the Internet2 backbone through a regional network provider and Internet2 extends the connection to the Tier 2 through another regional network. In the second example, a Tier 2 transfers data with a Tier 1 (the green line). The Tier 2 accesses the Internet2 backbone through a regional provider and the Tier 1 accesses the Internet2 backbone through the U.S. Department of Energy’s Energy Science Network (ESnet).

A DYNES instrument must provide two fundamental capabilities to the Tier 2, Tier 3, and regional networks:

1. Network resource allocation such as bandwidth to ensure performance of the transfer

2. Monitoring of the network and data transfer performance

All networks in the path require the ability to allocate network resources and monitor the transfer. This capability currently exists on backbone networks such as Internt2 and ESnet but is not widespread at the campus and regional level. Also, the Tier 2 and Tier 3 sites have an additional requirement:

3. Hardware at the end sites capable of maximizing utilization of network resources

This additional requirement for Tier 2 and Tier 3 sites as compared to regional networks leads to the need for multiple configuration options depending on site type. Figure 1 categorizes these options as “Network + Data” Instruments on the Tier 2/Tier 3 networks and “Network” instruments on the regional network. The sections that follow describe the details of these configurations.

D.2 Tier 2 and Tier 3 Instrument Design
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Figure 2 A DYNES instrument at a Tier 2 and Tier 3 campus. The instrument consists of an Ethernet switch, an inter-domain controller (IDC), a disk server, and a Fata Data Transfer (FDT) server.
As shown in Figure 2, a DYNES instrument at Tier 2 and Tier 3 sites consists of the following hardware, each item of which has been carefully chosen to combine low cost and/or high performance:
1. An Inter-domain Controller (IDC)

2. An Ethernet switch

3. A Fast Data Transfer (FDT) server. Sites with 10GE throughput capability will have a dual-port Myricom 10GE network interface in the server.   
4. An attached disk array (only at certain Tier 3’s) with an LSI or equivalent SAS controller capable of several hundred Mbytes/sec to local storage. 

The disk array stores the datasets to be transferred among the sites. Tier 2 sites do not require a disk array to be provided to them as they already have adequate storage as part of their classification’s requirements. Some large Tier 3 sites may also not need the disk array and in such cases can tie their existing equipment into the instrument.

The Fast Data Transfer (FDT) [u1] server connects to the disk array via a Serial Attached SCSI (SAS) controller and runs the FDT software developed by Caltech. FDT is based on an asynchronous, flexible multithreaded system that automatically adjusts I/O and network buffers so that the network achieves maximum utilization. The disk server sends and receives flows from the FDT server and relies on its tuning capabilities for the transfer. Preliminary results of FDT can be found in section C.5.

The configuration also includes an Inter-domain Controller (IDC) server to handle the allocation of network resources on the switch, interactions with other DYNES instruments related to network provisioning, and network performance monitoring. The IDC manages connections between the FDT server, local campus, and wide area network. Sites may choose to add additional connections to the switch not displayed in the diagram via one of the switch’s other ports. Such connections may take advantage the IDC’s general utility as a tool to support other applications such as video conferencing. Below is a list of the software packages installed on the IDC:

1. DRAGON (optional)

2. OSCARS

3. perfSONAR

DRAGON [u2] and OSCARS [u3] handle network provisioning, whereas perfSONAR [u4] implements the monitoring aspect of the instrument. DRAGON dynamically configures the Ethernet switch and acts as a device driver for OSCARS 
.  OSCARS provides a number of features including interacting with other instruments’ IDCs. It also allows “book-ahead” scheduling of network resources. perfSONAR monitors data transfers, verifies performance, and identifies network issues as they arise. Preliminary results of DRAGON, OSCARS, and perfSONAR can be found in section C.6 and C.7.

D.3 Regional Network Instrument Design
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Figure 3 Regional network instruments with an Inter-domain Controller (IDC) and Ethernet switch.
Regional networks require the following hardware components:

1. An Ethernet switch

2. An Inter-domain Controller (IDC)

The configuration of the IDC consists of DRAGON
, OSCARS, and perfSONAR just as in the Tier 2/Tier 3 cases. A regional network does not require a disk array or FDT server, though, because they are providing transport for the Tier 2 and Tier 3 data transfers, not initiating them. This configuration allows the regional to provision network resources on-demand through interaction with the other instruments. 
D.4 Development Methods and Strategy

Each instrument consists of field-tested software components installed and configured on hardware by a software packager. The software packager configures the devices in such a way that sites can just “plug-in” their equipment and start using it. This is feasible for two reasons:

· The individual software packages are designed for public distribution and used in production environments like ESnet, Internet2, and USLHCNet [u5]
· The packager has control of the hardware that composes the instrument thus reducing uncertainty about underlying physical infrastructure

The software packer also develops documentation describing integration of an instrument into a site’s existing local network infrastructure. The documentation details how systems are addressed and how a site can make changes to the configuration as needed. 
D.5 Fast Data Transfer (FDT) Preliminary Results
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Figure 4 FDT example of multiple file transfer 
While the DYNES IDC server and Ethernet switch alone can be used at sites with large numbers of compute nodes to achieve high aggregate data throughput rate, using the current gridftp version and Open Science Grid software stack, smaller sites can under a number of conditions benefit from the use of Fast Data Transfer [u1], an open source Java application developed by Caltech. This applies to sites with fewer nodes that simply need to transfer a set of files at high rate to a Tier3 site for analysis, and to those encountering various network problems (such as buffer overflow-induced packet loss over long network paths).

FDT provides efficient data transfers at disk speed across wide area networks, aggregating flows from multiple disks across one or several network interfaces.  Figure 4 shows an example of multiple files being accessed through FDT. These files are aggregated into a pool of directly mapped buffers over channels on the wide area network. Some of the principal features of FDT include [u1]:

· Streams a dataset (list of files) continuously, using a managed pool of buffers through one or more TCP sockets.

· Decomposes the file structure to be transmitted, fills buffers and sends filled buffers to the network at a rate that is compatible with the end-to-and capacity of the network path between sender and receiver, and restores the original file structure at the far end. This avoids the transfer having to stop and restart with each file, and is particularly important when sending files that can be transmitted in less time than it takes for the TCP stack to reach a stable (high-throughput) state. 

· Transfers data in parallel on multiple TCP streams, when necessary

· Determines the actual capacity of the path in real-time, and the required number of streams to fill the path completely (typically from a few to 30 streams), using the buffer sizes which can be safely accommodated in the end systems, the round trip time, and the measured injection rate into each TCP stream. Experience shows that these measurements, together with the mechanism of filling large buffers, allows the streams to achieve a smooth flow with speeds very close to 100% of the path’s capacity. 

· An additional feature is to dynamically limit or change the overall rate of sending data. This is particularly useful when encountering small buffers that could trigger packet losses due to buffer overflow. It also allows for rapid pre-emption on the fly – where one flow can be reduced to accommodate another one with equal or higher priority, all the while maintaining smooth flows.  

· Uses independent threads to read and write on each physical device

· Uses appropriate-sized buffers for disk I/O and for the network

· Restores the files from buffers asynchronously

· Resumes a file transfer session without loss, when needed

At the SuperComputing 2008 conference [u6] by CalTech’s High Energy Physics (HEP) department and CIENA [u7] collaborated to demonstrate memory-to-memory transfers over CIENA’s first OTU-4 (112 Gbps) links. The link had 100Gbps payload meaning 200Gbps of theoretical bandwidth bi-directional. Using FDT they were able to achieve throughput of 199.90 Gbps and a sustained average of 191Gbps over a 12-hour period [u8]. 

D.6 OSCARS and DRAGON Preliminary Results
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Figure 5 OSCARS and DRAGON architecture in an inter-domain environment. 

The dynamic allocation of network resources are provided by two software packages:

1. On-demand Secure Circuits and Advance Reservation System (OSCARS) - developed by ESnet [u3]
2.  DRAGON - developed through NSF funding by GeorgiaTech, Mid-Atlantic Crossroads (MAX), and USC ISI-East [u2]
These tools are both open source and currently combined in a publically available package called the DCN Software Suite managed by Internet2 [u9]. Each tool plays a role in the reservation and allocation of resources.

The OSCARS software handles user requests, inter-domain interactions, and the scheduling of resources.  The Inter-domain Controller (IDC) protocol [u10] developed by the DICE group defines the format of user requests. This includes messages defined to exchange information about local network topology, check resource availability, and coordinate path creation between networks. It also implements authentication and authorization using X.509 certificates to help secure the dynamic infrastructure.

When a circuit needs to be created or removed from the network, OSCARS contacts the DRAGON software. The DRAGON software is responsible for configuring switches in the local network. It implements Generalized Multiprotocol Label Switching (GMPLS) [u11] to perform these tasks. It currently supports 17 switch models from 12 different vendors [u12]. 

OSCARS or OSCARS / DRAGON have been deployed on 12 networks other than Internet2 [u5]. They are listed below:

· California Institute of Technology (CalTech)

· Energy Sciences Network (ESnet)

· JGN2 (Japan)

· Lonestar Education and Research Network (LEARN)

· Louisiana Optical Network Initiative (LONI)

· Mid-Atlantic Crossroads (MAX)

· Northrop Grumman (Colorado)

· Northrop Grumman (Maryland)

· New York State Education and Research Network (NYSERNet)

· University of Amsterdam

· University of Houston

· USLHCNet

In addition the European GEANT2 Automated Bandwidth Allocation across Heterogeneous Networks (AutoBAHN) [u13] software speaks the same IDC protocol, making it compatible with OSCARS. Given this user base Internet2 has seen approximately 6100 circuits built from January 2008 to July 2009 [u14]. Approximately 44% of those have been initiated by the ATLAS TeraPaths [u15] project and CMS LamdaStation [u16] project. These projects are designed to offload data from local IP networks onto circuit networks when large flows are established. Unfortunately these sites only have a limited number of locations connected to the dynamic infrastructure and all of the connections have statically provisioned pieces at either campus or regional level. DYNES enables more sites to participate by providing the necessary equipment and extending dynamic capabilities into the regional and campus networks. 
D.7 perfSONAR Preliminary Results

The perfSONAR project seeks to provide infrastructure capable of enabling cross-domain monitoring of networks [u4]. Currently most organizations have site-specific methods of performing network monitoring. Multi-domain environment (such as DYNES) require coordination to identify performance bottlenecks or other network issues as they arise. perfSONAR alleviates some of the challenges with these tasks by taking site specific performance data and making that available in a standard web services format. perfSONAR uses a data format originally defined in the Open Grid Forum (OGF) Network Measurement Working Group [u17] and currently being finalized in the Network Measurement and Control (NMC) group [u18]. 

perfSONAR has deployments on 83 sites around the world with the number continuing to grow [u19]. Implementations of perfSONAR are made available via toolkits distributed by Internet2 and ESnet. In a presentation by Joe Metzger of ESnet at Summer 2009 JointTechs [u20], he details an example case where perfSONAR isolated a problem between a Tier 1 and Tier 2 site [u21]. The sites were only observing 1 Gbps transfers across a 10 Gbps link that traversed 5 administrative domains. Using perfSONAR tools they could isolate the problem to a single router, and discovered a bad BGP peering at one of their nodes. After identifying the problem they were able to correct it and the flow began working again. 

It is worth noting that adoption of perfSONAR up to this point has mostly functioned in the realm of monitoring IP networks. perfSONAR developers have also conducted significant work to support the monitoring of dynamic circuits as well. These tools have been used on backbones such as Internet2 and ESnet to collect data on circuit built dynamically [u22]. This includes weather maps of network status and data utilization on network links. 

E Impact on Research/Training Infrastructure
<2 pages – HN? >

F Management plan
F.1 Project Management

F.1.1 Leadership

The PI, Co-PIs and other senior personnel have extensive experience with the management and successful execution of national-level scientific, networking and Grid projects, including Eric Boyd (deputy technology officer of Internet2), H. Newman (chair of the Standing Committee on Inter-Regional Connectivity chair of the International Committee on Future Accelerators [u23] chair of the US-CMS collaboration, PI for the Particle Physics Data Grid), S. McKee (co-lead of the OSG Networking Technical Group, lead of US ATLAS Networking), and Paul Sheldon (lead of US CMS Networking). Their leadership in these projects also provides unique opportunities to exploit their considerable personnel and IT resources for DYNES benefit.
F.1.2 Management
The management team consists of the PI (as director) and the Co-PIs. Management assigns members of the development and site coordination teams from senior personnel. The management teams will oversee the project and collect input on progress from a user advisory group consisting of those tier 2, tier 3 and regional networks participating in DYNES. 
F.2 Project Organization
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Figure 6 Organization chart showing management team on top of Internet2, CalTech, Michigan and Vanderbilt Development teams. A coordinator from each development teams composes the Development Coordination Committee. A technical design committee consisting of a subset of manager and development team members sets the technical direction of the group. 
Design, development, and deployment responsibilities are split among multiple committees and teams assigned by management. Each team is either composed of management or has a liaison responsible for reporting progress to management regularly. Design and coordination teams consist of individuals distributed among Internet2, CalTech, University of Michigan, and Vanderbilt University. Development teams consist of individuals at a single institution with expertise in a particular component of DYNES. A description of each group is provided below.
F.2.1 Technical Design Committee

The technical design committee has the responsibility of evaluating DYNES based on (1) evolving user technical needs and (2) new innovations in hardware and software. The technical design committee sets the initial design of instruments for the Tier 2, Tier 3, and regional networks in the initial phases. After initial testing by development teams, the technical committee will review results and determine if any enhancement to proposed configurations are required and the need of any further testing. Once the initial phase is complete and the DYNES becomes operational the technical committee will monitor the technical success of the project. This includes metrics such as hardware failures, network usage patterns, and observed network throughput. 

The Technical Design Committee consists of a cross-intuitional membership. It includes members of the management team and personnel assigned from the development teams. This make-up allows for insight from leaders as well as individuals familiar with each development component as to the technical considerations of DYNES.
F.2.2 Internet2 Development Team

The Internet2 development team is responsible for configuring, testing and deploying the (1) inter-domain controller (IDC) server and (2) the regional networks’ switches. Internet2 currently has expertise in deploying dynamic networks as it currently runs and manages its own. It specifically has experience with the OSCARS [u3], DRAGON [u2], and perfSONAR [u4] software as contributors to all three projects. These qualifications make it the natural choice to develop the IDC portion of the instrument. In addition, as a national backbone provider Internet2 routinely interacts with the regional networks participating in DYNES. This combined with the fact that regional deployments only require a switch and IDC (see Figure 1) make it the natural choice for managing the regional switches. To accomplish these goals, the Interner2 team consists of a development coordinator and developer. 

The development coordinator is responsible for acquiring necessary hardware (server, switch, cables, etc) and scheduling delivery of completed components to sites. The latter responsibility requires the coordinator to serve on the Development Coordination Committee that schedules delivery of DYNES components between the various development teams. In the regional network case no coordination is required as Internet2 configures all the hardware. It is the responsibility, though, of this coordinator to report the status of regional deployments to management. 

The developer has responsibility for preparing hardware as directed by the development coordinator. This includes (1) verifying the integrity of the hardware such as disks and memory, (2) installing the necessary OSCARS [u3], DRAGON [u2], and perfSONAR [u4] software onto the IDC server, and (3) verifying the regional network switch configuration. In initial phases the developer has some documentation writing responsibilities pertaining to IDC installation.
F.2.3 Caltech Development Team

The Caltech development team has the responsibility of building the (1) 10Gbps-capable Fast Data Transfer (FDT) [u1] server and (2) attached disk array. The Caltech team ships the FDT server and attached disk array directly to the Tier 2 and Tier 3 sites they are serving. This team consists of a development coordinator and developer. 

The development coordinator has a number of responsibilities. This includes acquisition of the disk array and FDT server hardware. Also, this individual serves on the Development Coordination Committee and has responsibility for scheduling the shipping of equipment to Tier 2 and Tier 3 sites with the other development teams (this will be done to ensure equipment arrives at similar times). 

The developer verifies the integrity of the disk array and FDT server. The developer also installs the FDT software on the server prior to deployment. The developer prepares hardware under the direction of the coordinator. In initial phases the developer also contributes documentation as it pertains to installing the FDT servers at the locations.

The Caltech team also will provide advice, training, and problem solving in support of the use of the FDT server and application, as well as general advice on kernel, TCP stack, and network interface parameter settings and tuning to achieve high throughput at all the sites. This after-delivery responsibility, and help to the user community, will be shared with the Michigan team.  
F.2.4 University of Michigan Development Team

The University of Michigan development team has the responsibility of testing and configuring the Tier 2 and Tier 3 network switches. This includes both the 1Gbps-capable and 10Gbps-capable devices. The University of Michigan team ships the equipment directly to the Tier 2 and Tier 3 sites. This team consists of a development coordinator and developer.

The development coordinator has the responsibility of acquiring the network switches and scheduling the delivery of those switches to Tier 2 and Tier 3 sites in coordination with the other development teams. The latter role is accomplished by serving on the Development Coordination Committee. This will especially be true for coordination the Internet2 team that will configure the Inter-domain Controller (IDC) that controls the switch.

The developer tests and configures the network switches prior to deployment. The development coordinator will direct and prioritize the activity of the developer. The developer also contributes to installation documentation during the initial phases of the project.
The Michigan team also will provide after-delivery advice and help in achieving high throughput, as specified above. This will be a shared responsibility, together with the Caltech team, leveraging both teams’ deep experience.  

F.2.5 Vanderbilt Development Team

The Vanderbilt development team has the responsibility of building the (1) 1Gbps-capable Fast Data Transfer (FDT) server and (2) attached disk array. They ship the FDT server and attached disk array directly to the Tier 2 and Tier 3 sites they are serving. This team consists of a development coordinator and developer. The roles and responsibilities of these positions are equivalent to those of the corresponding positions on the Caltech team.
F.2.6 Development Coordination Committee

The Development Coordination Committee consists of the development coordinators from the Internet2, CalTech, University of Michigan, and Vanderbilt development teams. This committee’s primary function will be to schedule the delivery of completed components to the Tier 2 and Tier 3 sites. The existence of this committee is required because different pieces are assembled and shipped from different locations. The committee will make sure that the shipping to the end sites occurs in an organized fashion. 

In the initial phase of the project this committee coordinates the creation of installation documentation. Although developers ultimately write the documentation, this committee will decide on inter-dependent technical decisions (i.e. where cables should be plugged, the values of settings between components, etc).
F.3 Project Schedule and Milestones

The DYNES schedule of work currently has three phases. At each phase the teams and committees in the previous section will have a set of responsibilities assigned to them. Below is a description of each phase and the roles of each group.
F.3.1 Phase 1: Initial Design and Planning (Duration: 1 month)
Phase 1 involves documenting the initial design and installation procedures. The outcome of this is (1) a well-defined design document available for public consumption and (2) documentation on the DYNES installation procedure to be distributed with each component in Phases 2 and 3. 
· Technical Design Committee: The technical design committee’s main goal in this phase is to develop a document describing the architecture of the DYNES component. The architecture describes the functional components at each site and the DYNES as a whole. The architecture should look very similar to the information described in Section C.

· Development Coordination Committee: This committee will take the architecture and coordinate on the development of installation procedures. This includes decisions about specific configuration settings (i.e. which port the FDT server will connect to the switches, etc). These decisions will be used to develop documentation to be used by sites installing the equipment.
· Internet2 Development Team: This team will handle documentation related to installing the IDC and switch at regional sites.
· Caltech Development Team: This team will handle documentation related to installing the 10 Gbps-capable FDT servers and disk array.
· University of Michigan Development Team: This team will handle documentation related to installing the Tier 2 and Tier 3 switches.
· Vanderbilt Development Team: This team will handle documentation related to installing the 1 Gbps-capable FDT servers and disk array. In case of operational problems, they will work together with the other teams to resolve any issues. This also applies to the later phases of the program. 
F.3.2 Phase 2: Initial Development (Duration: 2 months)

Phase 2 involves development of DYNES at a limited number of sites. The experience from these examples will be used to revise installation procedures and gain experience with the process prior to full-scale development. The sites will be CalTech, University of Michigan and Vanderbilt. The list also includes at least one of their respective regional networks.

· Technical Design Committee: The technical design committee will monitor the initial development. If any modifications to the design document are noted then they may revise it but the expectation is that the design will be mostly correct by this point.

· Development Coordination Committee: This committee will coordinate the initial development amongst the institutions. It will review and revise installation procedures as necessary.
· Internet2 Development Team: The team will handle the configuration and testing of the IDC server and regional network switch for the initial sites.
· Caltech Development Team: This team will handle the configuration and testing of the 10 Gbps-capable FDT servers and disk array for the initial sites.
· University of Michigan Development Team: This team will handle the configuration and testing of the Tier 2 and Tier 3 switches for the initial sites.
· Vanderbilt Development Team: This team will handle the configuration and testing of the 1 Gbps-capable FDT servers and disk array for the initial sites. 
F.3.3 Phase 3: Full-scale Development (Duration: 9 months)

Phase 3 is the full-scale development where each team assembles and configures the devices for all the sites listed. Design and documentation will be finalized prior to this phase. Development will be organized by regional. This is so that the DYNES can be built outward from Internet2. In other words, Internet2 will send a DYNES component to the regional network at which point the other teams will begin sending components to the campus sites behind that regional. Below is a description of each team’s role:

· Technical Design Committee: The committee will mostly play an observational role during this phase, as its member will be occupied in development. 

· Development Coordination Committee: This committee will coordinate the development efforts. This means coordinating the regional deployments between the development teams. 
· Internet2 Development Team: The team will develop and ship the full DYNES component to each regional in the order specified by the Development Coordination Committee. This team will also configure, test, and ship the IDC server for each Tier 2 and Tier 3 site behind the regional. 
· Caltech Development Team: This team will handle the configuration, testing, and shipment of the 10 Gbps-capable FDT servers and disk array for the Tier 2 and Tier 3 sites.
· University of Michigan Development Team: This team will handle the configuration, testing, and shipment of the Tier 2 and Tier 3 switches.
· Vanderbilt Development Team: This team will handle the configuration, testing and shipment of the 1 Gbps-capable FDT servers and disk array for the Tier 2 and Tier 3 sites.
F.3.4 Phase 4: Operations and Maintenance (Duration: 24 months)

The final phase is the state at which the DYNES becomes fully operational. In this phase each of the development teams serves a support role to the sites. Also the technical and management teams gather user feedback and review the technical environment to identify logical evolutions of the instrument. Metrics such as up-time and network utilization will be used to measure the success of the project. Below is a list of the major roles:

· Technical Design Committee: The committee will periodically review the project and identify areas of improvement or evolution in the system. 

· Development Coordination Committee: This committee will coordinate support functions that affect multiple components developed by different institutions 
· Internet2 Development Team: The team will support operational issues related to the IDC server and regional network switch.

· Caltech Development Team: : The team will support operational issues related to the 10 Gbps-capable FDT servers and disk array on the Tier 2 and Tier 3 sites.
· University of Michigan Development Team: : The team will support operational issues related to the of the Tier 2 and Tier 3 switches.
· Vanderbilt Development Team: : The team will support operational issues related to the 1 Gbps-capable FDT servers and disk array for the Tier 2 and Tier 3 sites.
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� The focus of the ESnet On-Demand Secure Circuits and Advance Reservation System (OSCARS) is to develop and deploy a prototype service that enables on-demand provisioning of guaranteed bandwidth secure circuits. See http://es.net/oscars


� As measured by the traffic accepted by ESnet, this exponential growth rate has been remarkably steady since mid-1990. The monthly traffic volume accepted by ESnet is expected to reach 10 petabytes/month (equivalent to an average aggregate bandwidth of 30 Gbps) by July 2010. See for example S. Cotter, “ESnet4 Update” at the Summer 2009 Joint Techs: � HYPERLINK "http://www.internet2.edu/presentations/jt2009jul/20090721-cotter.pdf" ��http://www.internet2.edu/presentations/jt2009jul/20090721-cotter.pdf�   


� See the “NP Science Requirements” Report (May 2008) at � HYPERLINK "http://www.es.net/pub/esnet-doc/NP-Net-Req-Workshop-2008-Final-Report.pdf" ��http://www.es.net/pub/esnet-doc/NP-Net-Req-Workshop-2008-Final-Report.pdf� 


� See � HYPERLINK "http://www.es.net/pub/esnet-doc/BER-Net-Req-Workshop-2007-Final-Report.pdf" ��http://www.es.net/pub/esnet-doc/BER-Net-Req-Workshop-2007-Final-Report.pdf� 


� See � HYPERLINK "http://www.es.net/pub/esnet-doc/FES-Net-Req-Workshop-2008-Final-Report.pdf" ��http://www.es.net/pub/esnet-doc/FES-Net-Req-Workshop-2008-Final-Report.pdf� 


� See � HYPERLINK "http://www.es.net/pub/esnet-doc/BES-Net-Req-Workshop-2007-Final-Report.pdf" ��http://www.es.net/pub/esnet-doc/BES-Net-Req-Workshop-2007-Final-Report.pdf� 


� References: W. E. Johnston, former ESnet Manager, and the ICFA SCIC reports (� HYPERLINK "http://cern.ch/icfa-scic" ��http://cern.ch/icfa-scic�). Also see � HYPERLINK "http://www.es.net/pub/esnet-doc/The-Evolution-of-Research-and-Education-Networks-and-their-Essential-Role-in-Modern-Science.v5.pdf" ��http://www.es.net/pub/esnet-doc/The-Evolution-of-Research-and-Education-Networks-and-their-Essential-Role-in-Modern-Science.v5.pdf� 


� See “Introduction to AutoBAHN” � HYPERLINK "http://www.geant2.net/server/show/nav.756" ��http://www.geant2.net/server/show/nav.756� and “Support for Multi-Domain Services” � HYPERLINK "http://www.geant.net/server/show/conWebDoc.998" ��http://www.geant.net/server/show/conWebDoc.998�  


� The adoption of a hybrid network architecture as the future direction of major R&E networks grew out of discussions which began at a meeting at CERN in March 2004.  


� OSCARS also natively supports some network devices and does not require DRAGON depending on the device type and model. 


� See note � NOTEREF _Ref110146658 \h ��1�





