Supplemental Funding Request for US LHCNet Circuits in 2009

Based on the results of Request For Proposal KS131: “Supply of multiple 10Gbit/s Transparent SONET Circuits interconnecting Geneva, Chicago, New York, and Amsterdam”
A. Barczyk and H. Newman, April 15, 2009
The US LHCNet proposal submitted to the DOE in August 2008, following our procedures established in recent years, calls for a yearly Request for Proposals in order to optimize the circuit costs while providing a highly available, robust transatlantic network meeting the needs of the US LHC program. US LHCNet RFP KS131 for 2009 was released in October 2008, and the replies received from 11 providers have been carefully evaluated.  This has resulted in a cost optimized solution that meets the technical requirements for path diversity and vendor reliability, at a cost significantly below the costs projected last summer. 
Although the RFP results were very favorable, the circuit costs lead to an overall FY2009 US LHCNet budget of $ 2.642 M. While this is significantly lower than our estimates of the FY2009 US LHCNet costs made in the Summer of 2008 and earlier, this amount exceeds the US LHCNet funding currently foreseen by DOE for FY2009 by $ 342k. 

Following discussions with DOE, we have recently reviewed all our actual expenditures from the start of the present grant (including the pre-award spending period) from March 1, 2008, and projected our costs forward to the end of the grant period in detail, including all individual equipment items foreseen, through March 15, 2011. Since there is a three month period left uncovered (December 1, 2008 – February 29, 2009) between the end of the old grant and the start of the pre-award spending date of the new grant, the plan is to use $ 575k from the future 2010 and 2011 CERN contributions to cover this period by the time the grant closes. This means that we cannot apply this part of the future CERN contributions to cover our expenditures during the 36.5 month grant period (including pre-award spending) between March 1, 2008 and March 15, 2011.

The analysis of current and projected expenditures, detailed in a spreadsheet attached to this request, shows that US LHCNet expenditures are projected to be $ 7.779 M, compared to 
$ 6.8 M currently budgeted by DOE.  The difference of $ 979 k is the result of (a) the three month period between grants that requires us to forward-spend $ 575k of future CERN contributions, (b) the extra half-month ($ 117k) in the 36.5 month grant including the pre-award spending period, and (c) increased costs of $ 287k over three years, or an average of 
$ 96k per annum, over the currently budgeted amount. 

US LHCNet requests supplemental funding of $ 1.112 M. The supplemental funding requested is essential, and is the minimum required to meet the needs of the US HEP community during the critical first year of operation of the LHC accelerator and experiments, when discoveries may be anticipated.
US LHCNet operational requirements for FY 2009

The US LHCNet requirements and roadmap have been described in detail in our proposal to DOE in August 2008. The roadmap has been maintained over the last several years, adjusted to match the actual LHC startup schedule. It is based on detailed studies over a long period of time of the needs for network bandwidth, and especially the circuit multiplicity, path diversity and resilience against network circuit or equipment failure required to ensure that the US Tier1 centers can rely on sufficient, uninterrupted transatlantic Tier0-Tier1 and Tier1-Tier1 network connectivity throughout the LHC program. Meeting the needs of the LHC program also requires that US LHCNet provide a share of the transatlantic Tier1-Tier2 connectivity needed to complete the data analysis.
Given the funding constraints, the circuit multiplicity and bandwidth have been reduced to a level just sufficient to cover the specific requests from the US CMS and US ATLAS communities, as well as the US Tier1 centers. In order to meet the full range of needs of the experiments with this level of connectivity, US LHCNet has been engineered to a rigorous level of reliability, with the flexibility to adapt to non-ideal conditions. Using the CIENA optical multiplexers which form the core of US LHCNet, critical network services will be spread across more than one physical network circuit, making it robust against failures of individual circuits. The network’s automatic, rapid reconfiguration capability also will be used to ensure that the highest priority services are maintained in spite of any circuit or equipment failures.

The schedule for completing the implementation of the US LHCNet configuration foreseen for this year is set by the LHC schedule. According to the new schedule, the LHC and experiments will start up this summer, with first data taking foreseen in October or November. The new plan includes a 10 month running period, from the fall of 2009 through the summer of 2010, thereby eliminating the 2009/10 winter shutdown. This implies that US LHCNet has to have its 2009 configuration fully in place by the end of September, leaving just enough time to commission the links, test a range of operational scenarios and fallback procedures, and be in stable operation prior to the start of data taking. In order to avoid any disruption of the network services during running, no major changes are planned between September 2009 and the last quarter of 2010.

US CMS and US ATLAS, together with their respective Tier1 centers in the US, have each requested two 10Gbps connections to CERN, to be used for Tier0-Tier1 and Tier1-Tier1 data transfers. US LHCNet also provides a share of the Tier1-Tier2 transatlantic connectivity
, accounting for one 10Gbps circuit. Together with the bandwidth needed for US LHCNet operations and protection against failures in case of unscheduled outages, and necessary scheduled maintenance operations such as firmware/OS upgrades on the switches and routers, failure+reconfiguration tests and related activities, US LHCNet requires a minimum of six transatlantic circuits to guarantee highly reliable operation and sufficient capacity. The intended use of the circuits is summarized in the Table below.

Note that US LHCNet, a carefully engineered mission-oriented network, is designed to be operated at high levels of utilization, for the sake of cost-efficiency. While experience during LHC data-taking will precisely determine the achievable aggregate throughput when used in production operations together with the experiments’ data transfer software, it should be noted that the planned levels of US LHCNet occupancy are two to five times higher than the typical occupancy levels of present day general purpose networks.
	Purpose
	Endpoint A
	Endpoint B
	Allocated Bandwidth 
[OC-192 links]

	Tier0-Tier1

Tier1-Tier1
	CERN-FNAL
	Geneva
	Chicago
	2

	
	CERN-BNL
	Geneva
	New York
	2

	
	FNAL-FZK
	Chicago
	Amsterdam
	0.1

	Tier1-Tier2
	ESnet-GEANT2 peering
	New York
	Amsterdam
	0.5

	
	Internet2-GEANT2 IP peering
	New York
	Amsterdam
	0.3

	
	Internet2-GEANT2 DCN peering
	Chicago
	Geneva
	0.3

	GPN and other peerings
	US LHCNet 
	Geneva
	New York
	0.1

	
	US LHCNet
	Geneva
	Chicago
	0.1

	                             Total allocation
	5.4


With the operational conditions and foreseen initial allocations summarized in the table, six circuits is the minimum which will guarantee stable and reliable operation, with the bandwidth required by the LHC community. Since only a fraction of one link is available for protection purposes, it also means that any link outage will result in degradation of service and a need to prioritize. The prioritization of services will then follow what was set out in the US LHCNet AUP, with highest priority given to Tier0-Tier1, second to Tier1-Tier1, and third to Tier1-Tier2. The six links are needed to maintain the first two priority levels at an adequate availability, and even one link less would undermine the service reliability severely. 
It should also be noted: (1) While this is not the subject of this request, an additional link would provide greater resilience against failures, including outages involving two links, given the US ATLAS and US CMS requests, and (2) The evolution of the US LHCNet network foreseen between 2010-2014 has been described in the August 2008 proposal, and has been found to match the average evolution of the disk space volumes foreseen by CMS and ATLAS; this implies significant bandwidth upgrades each year from 2010 on, which will be reviewed each year based on operational experience.  
A brief description of the analysis used to analyze the expected uptime of the network follows. Assuming 99% uptime on each of the 6 transatlantic links, we have to expect over 21 days per year of operation in degraded mode, i.e. with at least one link down. During over 13 hours per year, at least two transatlantic links will be unavailable on average, a situation which will impact the service significantly
. 
Appendix J of the 2008 proposal to DOE provides an availability calculation for the particular case of the CERN-Fermilab connection, taking into account the US LHCNet topology and the expected rate of double outages.  With 4 links terminating in Chicago (two transatlantic, two via New York), the expected time when only 2 links will be operational is 7 hours per year. During this time, no protection against additional failures will be present, and the primary service can only be maintained by reducing the Tier1-Tier2 services. With only 5 transatlantic links, services to FNAL would be spread over three of them, and the time with only 2 operational circuits to Chicago rises sharply to 11 days per year
. The numbers for BNL do not differ significantly.
The 99% availability figure is supported by our experience with the more reliable providers, but as shown in Appendix A, this figure can be significantly lower, even below 97%, depending on the choice of vendor. Assuming 2 of the 6 links have an uptime of 97%, the expected duration of service reduced by one circuit rises to 36.5 days, i.e. more than one month per year. The importance of selecting reliable providers is clear.
The design topology for this year, as given also in the main proposal, is shown in Figure below. Our existing 4 PoPs will be interconnected with two 10Gbps circuits each.
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Summary of the RFP evaluation

US LHCNet RFP KS131, for the circuit configuration shown in the Figure above, was released on October 29, 2008, with an initial due date of January 7, 2009. At the time of the release, the date for the start of service was foreseen to be April 7, 2009, just-in-time for the startup of the LHC as planned at that time. Eleven companies which had expressed interest were sent the RFP: Qwest, Global Crossing, Colt, Level(3), T-Systems, Reliance Globalcom, VTLWavenet, Verizon, NTT, Interoute, and Hibernia Atlantic. In addition, Internet2 and NLR expressed interest in submitting a bid shortly after the release.

In the process, the due date was postponed to January 21, 2009, and the service delivery date to April 16. 

During the RFP evaluation period, the LHC startup plan was modified, as described above. While we could not modify the dates given in the RFP, since the evaluation was already well underway, we were able to reach an agreement with the selected providers to move the start of service dates to later this year, in a phased implementation plan. 
Our updated plan, adjusted to match the new LHC schedule, is thus based on just-in-time provisioning, where the provisioning, commissioning and initial test of the new links, and associated equipment upgrades, are all to be completed before LHC startup.  This will be followed by a few weeks to establish and verify stable high-availability operation of the entire US LHCNet network. This updated plan reduces the costs to a practical minimum while meeting US LHCNet’s requirements for reliability, and specifically avoiding a potential disruption of service due to major network configuration changes during operation of the LHC and the experiments.  
The following 11 providers replied to the RFP: Qwest, Global Crossing, Colt, Level3, T-Systems, Reliance Globalcom, Hibernia Atlantic, Verizon, VTLWavenet, Internet2 and NLR. The offers were in many (but not all) cases cost-competitive, and on most routes we had more than one option offered at a roughly-comparable price. The selection process thus concentrated, in its latter stages, on meeting the requirements for path diversity and the Service Level Agreement (SLA), as well as low cost. 
During the evaluation of the RFP replies, the leading criterion, apart from cost efficiency, was to guarantee at least one path-diverse route (consisting of two entirely separate 10 Gbps circuits sharing no common path-segment) between CERN and each of the US Tier1s. As in previous years, the RFP has called for offers of unprotected circuits (due to cost), where protection against circuit outages is constructed at Layer 1, using the CIENA Core Director optical multiplexers.
The evaluation of this year’s replies favors a change of providers to Level(3) and T-Systems. The low prices offered by T-Systems, and the good bundle price (for multiple circuits) by Level(3) made the total circuit price fit well below our projections from last year. The chosen solution lowers the costs, compared to those projected last year for 2009, by about 112 k$.

Both providers offered a technically very satisfactory solution. Level(3) in particular actively monitors their equipment and reacts to problems as soon as they appear. T-Systems has accepted our proposed SLA in full. Both providers were very accommodating in investigating and pricing several route-options through their network, allow us to select the routes that best satisfy our needs for path diversity and low cost. In both cases we have the impression the carrier understands our requirements. 
The high level of circuit reliability maintained by Level(3) is confirmed by ESnet based on longstanding operational experience, and T-Systems was shown to be highly reliable as the provider of the first (and nearly bit-error free) OC-192 transatlantic circuit in US LHCNet. 
T-Systems has offered their circuits to New York terminating at their PoP at 111 8th Ave. They would also provide the local loop to our PoP at 32 AoA, however they made us aware of the substantial costs of this last mile circuit. We therefore decided to purchase this extension from Internet2 for a substantially lower amount (a solution which however is only available to the research community, and could therefore not be subcontracted by T-Systems.)

On the terrestrial circuits (New York – Chicago and Geneva – Amsterdam) we have opted to make use of the NLR and GEANT2 infrastructure. The circuit pricing from both of them compares very favorably to the one from commercial providers.
The selected providers and the circuit costs are summarized in the following table:
	Provider
	Circuits
	Non-Recurring Costs [$]
	Recurring Costs/year [$]

	Level(3)
	Geneva – Chicago 
Geneva – New York

New York – Amsterdam
	0
	732’060

	T-Systems
	Geneva – Chicago  
Geneva – New York 
New York – Amsterdam
	11’624

11’624

9’861
	292’537
118’408

119’834

	NLR
	Chicago – New York
Chicago – New York
	250

250
	35’558
52’737

	DANTE

	Geneva – Amsterdam
Geneva – Amsterdam
	0
0
	39’000
65’000

	Internet2
	Local loop NYC

Local loop NYC
	0

0
	20’000

20’000

	Total
	
	33’609
	1’495’134

	Total including NRC
	
	1’528’743


Evaluation of the bids has shown this to be the most cost effective solution for 2009, satisfying our main requirements of providing six transatlantic OC-192 circuits, with at least one path diverse route to the US Tier1s.
The 6 transatlantic circuits are distributed over 5 diverse submarine cables. The evaluation of the replies has shown that only scenarios with the path diversity severely compromised would lead to any further (relatively small) cost savings. Operational experience and the analysis summarized above have shown that the penalty in reliability of all such solutions is unacceptable.  
We have selected the Level(3) bundle of 3 circuits for several reasons. The bundle offer was the cheapest one complementing the T-Systems circuits (the overall cheapest offers). Level(3) also submitted the technically best proposal, including active monitoring and pro-active response to failures. Level(3) also agreed to grant us access to their Dedicated Network Operations Center (NOC) with direct access to the technical team, which we consider a substantial plus for our operation.

NLR was chosen for the New York – Chicago circuits, based on their best offer. An important aspect is that NLR uses dark fiber infrastructure partially leased from Level(3), and Level(3) has agreed to provide a route for the Geneva-Chicago circuit which is fully path-diverse from the NLR routes . 
As mentioned above, the circuit costs in our plan for 2009 are approximately $ 112,000 less than projected in our proposal submitted in 2008 ($ 1,640,000). In addition, as mentioned above, we intend to deploy the new circuits in a just-in-time fashion relative to the new LHC schedule. The proposed scenario which aims also at minimizing the transition costs between the circuits currently in service and the new circuits is shown in the picture below.  We estimate that our expenditure in the year 2009 can be lowered by another $ 50 k 
(± $ 20k) in this way, depending on the final service delivery plan. While the exact dates will be set in collaboration with the new and incumbent providers, this aspect of the plan reflects our desire to minimize costs through just-in-time delivery of the necessary resources to the LHC community.
The deployment plan takes November 1st as the date when LHC will start delivering first data. We foresee one month between the last circuit deployment and this date to make sure we are in stable operational conditions by the time data-taking starts. 
One parameter in this schedule relates to the planned upgrade of the CIENA multiplexers, which is required to provide the ports and backplane capacity needed to support the 2009 US LHCNet link configuration (shown in the figure above). The currently foreseen time frame of this upgrade is late August/early September. In the circuit deployment plan we have therefore foreseen the transition of all existing circuits before that date, with the installation of the last circuit scheduled after the CIENA upgrade.
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Supplemental funding request
A recalculation of the budget according to the new grant periods is shown in the following table. The grant periods are 08/01/2008-07/31/2009, 08/01/2009-07/31/2010, and 08/01/2010-03/15/2011. In addition, we have added the expenses in the separate period covered by pre-award spending, 03/01/08-07/31/08.

The period between the end of the former US LHCNet grant (11/30/2007), and the start of this grant including pre-award spending (03/01/2008) is not covered by any DOE grant. The only funds that will be available to cover the $ 575 k spent during this time are the 2010 and 2011 CERN contributions, which will be applied before the grant closes on March 15 2011. Accordingly the part of the CERN contributions used in this way does not appear in the table below, which lists the actual and foreseen costs during 36.5 month period (March 1 2008 – March 15 2011) of the present US LHCNet grant.
	Period
	Mar-Jul

2008
	Aug-Jul

2008/09
	Aug-Jul

2009/10
	Aug-Mar

2010/11

	Bandwidth (Gbps)
	30-40
	40-60
	60
	60-80

	Transatlantic Circuit Lease Cost (M$)
	0.551
	1.277
	1.478
	0.939

	US LHCNet Infrastructure Cost (M$)
	0.429
	0.994
	1.185
	1.018

	Contribution from CERN in US LHCNet
	0.0
	(0.071)
	(0.021)
	0.0

	US LHCNet Cost to DOE (M$)
	0.980
	2.200
	2.642
	1.957


The detailed actual and projected costs for each period, calculated on a monthly basis, are included in the attached spreadsheet. 
In the first grant period (2008/2009), US LHCNet’s expenses match the budget forecast in the proposal submitted in August 2008 with high accuracy. In the remaining periods, we were able to reduce our forecast, e.g. in 2009/2010 period by $ 94 k. This difference in our favor would have been significantly higher, if we had the CERN contribution at our disposal in these grant periods – which as mentioned above needs to be used in order to cover the inter-grant expenses.
The total difference to the amount budgeted ($ 6.8 M) for the entire grant period is $ 979 k. This includes the so far not covered period between grants ($ 575 k), the additional half month (March 1 – March 15 2011, $ 117 k), and costs for the required network upgrades ($ 287 k) above the currently allocated funding level. The upgrade costs
 were foreseen at the January 2008 review, as well as in the status report of August 2008 and earlier estimates, and are now lower than any previous estimates. During the grant period, the expenditures per year average 4.2% over the currently budgeted annual amount.
The projected cost estimates for 2010/2011 are lower than previous ones because the additional transatlantic and continental circuits foreseen
 are likely to be less expensive than previously foreseen, and the upgrade is planned to take place in the first months of 2011, following the 2009-10 LHC run; again just in time for the next running period.
With the budget allocated so far by DOE to US LHCNet, we request supplemental funding of $ 979 k. This is the minimum, precisely determined amount required to operate US LHCNet so as to meet the needs of the US LHC program during the critical first year of data-taking at the LHC. Taken together with the presently allocated budget and the 2010 and 2011 CERN contributions, this supplemental request will allow us to just cover US LHCNet’s actual and precisely projected costs over the period between December 1, 2008 and March 15, 2011. 
 Annex A. MonALISA Continuous Monitoring of US LHCNet Circuit Performance

During the RFP selection process, we have been very careful in considering the Service Level Agreement (SLA), and in particular the past performance of our existing circuits. The MonALISA monitoring repository, available online at http://hermes3.uslhcnet.org/status, shows the availability of each circuit over a period of time. (The full MonALISA repository showing the current link status as well as utilization plots can be found at http://hermes3.uslhcnet.org.)
The picture below shows the availability of each of the US LHCNet circuits now in service, over the past 6 months. It shows that the performance depends less on circuit length, and more on the provider. E.g. our longest Qwest Geneva-Chicago circuit has shown an overall good performance in this period of 99.22%, while the worst performing circuit was the New York – Chicago circuit provided by Global Crossing (96.56% availability). These numbers have been taken into account when evaluating the proposals, and motivated in part our decision to change providers, in order to maximize the reliability of the US LHCNet network.
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� The other share is carried on transatlantic circuits provided by GEANT2 and Internet2/IRNC.


� This is a lower limit of the expected time per year with two links out of operation, since we have assumed that the individual link outages are fully uncorrelated. Although we have made every effort to ensure that we have path diversity, operational experience shows that multiple link outages, although relatively rare, may occur.  We also cannot rule out equipment failures that will take part of the network temporarily offline. 


� This is a simplified analysis, assuming 100% uptime of the “continental” links between NY and Chicago, and between Geneva and Amsterdam. 


� DANTE prices are in Euro, for the quoted price calculation, the current exchange rate of 1.3 has been taken.


� Including link capacity, equipment, maintenance and collocation costs.


� As detailed in Annex A of the August 2008 proposal to DOE.  See the discussion of Phase 4 and Figure 4 in the proposal.





