IRNC:ProNet:
DYNESTAR - A Dynamic Network System for Transatlantic Research

Project Summary 

Caltech and Indiana University, working together with US LHCNet, Internet2, National Lambda Rail, ESnet and their major regional and state network partners throughout the US, as well as GEANT3, SURFnet and their national network partners throughout Europe, and partners in Latin America (RNP, ANSP) to deploy and develop DYNESTAR, the first fully resilient, dynamic high performance transatlantic optical network for the LHC program, as well as other fields of data intensive science. The focus of DYNESTAR will be to support the data analysis operations of the LHC Tier2 and Tier1 centers through the use of standard (IDC-based) dynamic circuits, and also transatlantic data transfer needs of physics groups at the Tier2 and Tier3 centers in the course of cooperative analysis and code development leading to physics discoveries.  The system will also support standalone services and field-proven high throughput applications that will enhance the capabilities of research scientists working on many other data intensive programs in science and engineering from campuses across the country. 

By leveraging the existing network infrastructure and unique economy of scale across the Atlantic of US LHCNet, DYNESTAR will initially consist of a fully resilient mesh of 9 transatlantic and 7 continental OC-192 links in 2010, with 3 transatlantic and 3 continental links funded by NSF 
and a proportional share (1/3) of the infrastructure dedicated to Tier2 and Tier3 operations as well as networking among other research institutions in the US and Europe. As the DYNESTAR bandwidth roadmap progresses and adapts to the next-generation of network technologies as it emerges, the NSF-funded share of 1/3 of the capacity will reach 140 – 200 Gbps of transatlantic bandwidth by 2014. 

DYNESTAR will use Internet2’s, ESnet’s and US LHCNet’s field-proven dynamic circuit technologies to provision its entire with an integrated mesh of fully resilient virtual circuits, resulting in an expected network up time (based on 5 years of operational experience) in excess of 99.99%.  
Caltech/USLHCNet is an active partner in the DICE
 collaboration. It contributes to the definition and implementation of the common control plane, the operations guidelines, and common service portfolio and policy decisions. Furthermore, Caltech is an active member of GLIF
, working together on the common lightpath exchange and control plane.

Project Description
A. Organization Description
DYNESTAR will provide transatlantic bandwidth, bridging the US and European Research and Education Networks. By interconnecting major lightpath exchanges on both continents with high capacity links, it will also extend the reach to other regions of the world. It will provide adequate bandwidth and services to support the research communities.

DYNESTAR will be incorporated into the existing US LHCNet infrastructure, profiting from both cost sharing as well as the operational structure proven to be highly efficient during the past 5 years. 
In the US, USLHCNet collaborates with ESnet and Internet2 as well as the Ultralight/PLaNetS project to provide end-to-end services to the research community, both IP routed as well as circuit switched. DYNESTAR will integrate from day one into this collaboration, extending the common service portfolio to reach a wider range or end sites both in the US as well as in Europe.
DYNESTAR will partner in Europe with CERN, DANTE
, SURFNet
, NORDUNet
 and RENATER
. 
Path to 40/100Gbps technology deployment
In the US, ESnet and Internet2 are collaborating with industrial partners on future 100Gbps based backbone on national footprint. ESnet’s Advanced Networking Initiative, funded by DOE’s ARRA program, will start with a prototype wide area network spanning the continent, providing a test bed facility for researchers, and aiming at near-term transfer to production network. Internet2 has issued an RFI to identify potential partners to provide its future 100Gbps backbone.
On the European footprint, efforts are under way for construction of a 100Gbps optical backbone interconnecting open Lightpath exchanges. A first 100G capable dark fibre is being deployed by SURFNet and CERN between the Netherlight exchange point and the Geneva, where CERN is preparing a new exchange point, CERNlight. The commissioning of this 100Gbps link between the two sites is planned for September 2009. RENATER, the French NREN, is building a 100Gbps link between CERN and Lyon, with possibility to be extended to a new Lightpath exchange in Marseille giving access to northern Africa and Asia in 2010.

DYNESTAR will connect into this infrastructure by landing two transatlantic circuits in Paris, and connecting to the SURFNet/CERN dark fibre, which will extend them to the termination points at Netherlight and CERNlight exchange points. The topology, including the existing USLHCNet infrastructure is shown in Figure below.

Through these two exchange points, DYNESTAR will be connected to this 100G capable R&E infrastructure, through Marseille further to northern Arica, and also be able to create dynamic circuits to any other region through intercontinental circuits connected to the European Lightpath exchanges.

With the above developments in mind, DYNASTAR includes a plan for an upgrade to 100Gbps, once the technology will become available on transatlantic cable systems. We expect this to happen by around 2012/2013. The timeline includes hardware upgrade to 100Gbps capable devices by 2012.
B. Science Impact
C. Production Network Services and System Design
Dynamic services will be provided between network domains, as well as IP routed connections. The Figure below shows the Layer 1 and Layer 3 topology. At Layer1, the infrastructure consists of Ciena CoreDirector multiservice switches, interconnected through OC-192 circuits, providing the resilient fabric for Layer 2 and 3 connections. At Layer 3, Force10 E600 routers are interconnected in full-mesh topology through virtual circuits provided by the CoreDirector switches.

Dynamic circuit connections are provided through the DYNASTAR Layer1 network interconnecting Lightpath exchanges in the US and Europe as indicated in the picture.
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Figure 1: DYNESTAR/USLHCNet topology at Layer1 and Layer 3.

By sharing the infrastructure with US LHCNet, DYNASTAR will be integrated into its highly resilient fabric. All services are virtualized; the virtual circuit connections follow a default path defined during instantiation, but are mesh protected within the whole network. The services DYNASTAR will provide are therefore based on bandwidth, not on the use of a particular physical link.

[image: image3]Figure 2: One possible physical topology, binding into the European 100G infrastructure in Paris.
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Using the state-of-the art features provided by the current SONET standard
, as well as mesh protection in the network, we identify the following classes of services, at Layer l of the network
 (unprotected, and mesh-protected services, with or without VCAT/LCAS):
· protected, guaranteed bandwidth through mesh-protection
· unprotected, full bandwidth or 0 in case of outage
· unprotected, reduced bandwidth in case of outage
We emphasize that this services are already provided in the USLHCNet network.
At Layer 3, we provide IPv4 and IPv6 services through peerings with our partner networks in Europe and the US. Dedicated capacity for IP peerings will be provided through a set of protected circuits between the DYNESTAR PoPs.




The timeline for service activation and enhancement is provided as part of the management plan below.
Risk Mitigation
The dynamic circuit services to be offered by DYNASTAR are based on current de-facto standards. The control plane, as developed within the DICE and GLIF frameworks, are already in use by USLHCNet. Interoperability between the DCN software deployed by US LHCNet and the corresponding services in our partner networks
 has been successfully demonstrated on several occasions, during SC07 and SC08, as well as the GLIF 2008 workshop. The common IDC-P protocol is being jointly developed between Internet2 (DCN), ESnet (OSCARS) and DANTE (AutoBAHN), with participation from USLHCNet.
In case it should become necessary to revert from the service roadmap, circuit operation is still guaranteed in the way it is organized today. Through the well-defined operational framework within DICE, circuit connections end-to-end can be arranged within days or even shorter. The same applies to our collaboration with other partners, e.g. SURFNet, as demonstrated during SC09: it took one day from the definition to provisioning of an end-to-end circuit from CERN to Austin through USLHCNet, SURFNet, and NLR.

The integration of DYNASTAR with the operational USLHCNet fabric, the risk of failure to deliver is minimal.
The planned upgrade to 40 or 100Gbps technology is also safe from the service and deployment point of view. An existing alternative to native (single wave) 10/100G transmission is the de-multiplexing technique offered by Infinera. Using this approach it is even today possible to deploy 100G circuits across the Atlantic by using 10 10Gbps (OC-192) waves. While the latency remains the same as for 10G connections, bandwidth channels with up to 100Gbps can be provided.
D. Operations, Monitoring, Quality Assurance and Security Plan
DYNASTAR will profit from USLHCNet’s cost effectiveness and long-standing experience in transatlantic link management. All operational, monitoring as well security aspects will be fully integrated into corresponding structures within USLHCNet.
USLHCNet NOC manages the LHCOPN Tier 0 – Tier 1 connections between CERN and US Tier 1s (BNL, Fermilab) and several dedicated Tier 1 – Tier 1 connections between the US Tier1s and European Tier 1s (eg: Femilab - FZK).  The distributed USLHCNet NOC has engineers in two locations: at CERN in Geneva, Switzerland and at Caltech in Pasadena, California. Its staffed with four network engineers: one lead network engineer, two network engineers and one network engineer/system developer in charge of monitoring system development and support. The NOC has generic contacts (e-mail and phone number) to report the faults, forwarded based on the time zone to the appropriate network engineer(s) on duty. During the weekends, one engineer is designated on-call, phone calls are forwarded to his mobile phone.

The USLHCNet NOC monitors the quality, availability, and effectiveness of the services provided. Procedures for fault isolation, timely problem resolution and service assurance are well-defined, and based on 5 years of operational experience in transoceanic networking.

· The fault isolation procedure consists of identifying the cause of the outages based on the monitoring system reports, equipment logs, partner NOC's reports and tickets as well as interaction with the carriers’ operation centres. The  fault isolation procedures are well documented, and proven effective Provide statistics from USLCHNet: mean time to identify the problem
· Timely problem resolution consists of recovery processes from different types of failures. USLHCNET NOC has a well documented contingency plan for every possible network failure in its domain. In order to accomplish emergency recovery USLHCNET has remote hands contracts at each of its POPs. Estimated resolution time is foreseen for every failure scenario. A strict SLA is built into the contracts for trans-Atlantic links in order to guarantee quick problem resolution or re-routing of circuits in case of extended outages.

· Service assurance is provided using redundant services. OSI Layer1 protection (Mesh protection with VCAT/LCAS) is enabled for high priority network services. There are two dynamic circuits provisioning service instances in the USLHCNET domain. A modular distributed monitoring system provides resiliency in gathering the monitoring data (MonALISA and PerfSONAR).
To track the status of the reported faults and of the planned or emergency maintenance works USLHCNet NOC uses a ticketing system. When the NOC receives partner NOC’s (Internet2, NLR, ESnet, CERN, GEANT, SURFNet) notification, monitoring system reports,  e-mails or calls indicating faults or troubles, the network engineer on duty opens a ticket on the internal trouble ticketing system. The tickets are updated after fault isolation and each iteration in the recovery process, and all involved parties (partner NOCs, users, and customers) are notified of the progress. After the problem resolution, the functionality is checked with the involved parties, the recovery process is documented if needed, and the ticket is closed. 

To assure high quality performance monitoring, USLHCNET uses the open source PerfSONAR monitoring system, a monitoring tool widely used by the research community and R&E networks (gridftp, OSG, Internet2, ESnet, GEANT and European NRENs). USLHCNet has deployed one of the first TL1 based PerfSONAR monitoring services. This version, developed by Internet2, monitors the status of the virtual circuit connections in addition to the physical link status. The collected status information is shared with DANTE’s E2EMON monitoring system which takes care of the global monitoring of the LHCOPN circuits.
Fault isolation, Timely problem resolution, Service assurance 

Service assurance in DYNESTAR, based on USLHCNet’s experience, will be guided by the following concepts: (1) high availability, (2) trouble management and fault isolation, (3) performance assurance and monitoring, (3) secured systems and operations, (4) contingency and service recovery. These service assurance guidelines are detailed in the operations manual of USLHCNet.

In addition to the application of state of the art high-throughput methods and tools, DYNESTAR has been designed to provide a high performance network with 99.9+% availability, through the use of multiple links across the Atlantic, network equipments which provide robust fallback at the optical layer in case of link failure, and automatic re-direction of network traffic using redundant network equipment at each of the DYNESTAR points of presence. 

Fault isolation 

Faults detected by the agents of the monitoring system need to be localized and recovered. The fault handling procedure contains the following steps: 

· localization of the source of the fault using the monitoring system;

·  Isolation of the fault is necessary in order to not to affect the functionality of the DYNASTAR network. This means that the faulty module (software or hardware) is taken out from production. 

· If the fault presents a major network incident than the contingency plan is followed. A detailed contingency plan is prepared for USLHCNet operations, and will be applied to DYNESTAR.
· The fault is repaired, the system is tested. The fault and the recovery process are documented.
Performance
In order to provide high quality services the following performance metrics were identified for DYNASTAR:
· System uptime

· Mean time between failures/Mean time to recover (MBTF/MTTR)

· Observed network throughput

· Software and hardware failure rate

· Service response time

· Call blocking statistics – successful reservation and instantiation statistics.

· Failure rate – the number of dropped connections
Security Plan
DYNESTAR project will follow the state of the art security practices in use by USLHCNet, and it will take in consideration aspect like (1) remote access, (2) system update (3) physical access, (4) unauthorized network functions, (5) failure management. 

1. Remote access will be addressed using Access Control Lists and Management VLANs. Remote access to network equipments will be allowed through access control lists. Same is the case with SNMP and TL1 access where read only access is allowed to the management/ monitoring stations.

2. System update – Optical, switching and routing network equipment should be updated based on the recommendations by vendor only when a reliable version is available. Software bugs must be actively reported to the vendors. Network security advisories e.g. CERT should be actively acknowledged to avoid operational failures and system break-in attempts.

3. Physical access – The Co-location area will be actively monitored by providers (STARLIGHT, NYSERNET, SARA and CERN). Activity inside the cage should be recorded with strict check in and checkout procedures. Only a limited number of network engineers will have physical access to network equipments. If remote hands are needed the co-location facility will provide it. 

4. Unauthorized Network Functions – Unused ports and modules should be shut down to avoid physical break-in-attempts. 

5. Failure Management – in case of a link or network equipment failure DYNESTAR will act according to its contingency plan. The structure of the contingency plan is described in the following paragraph.

DYNESTAR’s contingency plan addresses all the possible failure scenarios and the recovery processes for them. It contains failure scenarios like: (1) link failure recovery, (2) service failure recovery, (3) equipment failure recovery, (4) POP failure recovery. All the procedures include estimated recovery time.

1. Link failure recovery – contains procedures for recovery from transatlantic link failure. Circuits and services will be rerouted to DYNESTAR's remaining transatlantic links, and according to SLA (Service Level Agreement) the service provider will be asked for alternate paths in case of extended outage.

2. Service failure recovery – provide procedures in case the DYNASTAR's main service, the circuit provisioning service, is failing. This recovery process is based on the service resiliency in the circuit provisioning servers.

3. Equipment failure recovery – procedures for bypassing and replacing faulty equipments.

4. PoP failure recovery – describes the procedures for reallocating network services of the failed PoP to DYNESTAR's alternate PoPs.

DYNESTAR's contingency plan is based on USLHCNet's contingency plan. USLHCNet's contingency plan is a well developed, regularly updated backup plan, tested and proven effective  during past failures.


DYNESTAR's control plane consists of management stations (including IDCs) and their control connections with the network devices as well as each other. For circuit services, the control plane is separated from the data plane, as it uses IP connectivity between the nodes. Resiliency in the IP routed connections together with Layer 1 protection makes the control plane highly robust. Incidents in the control plane will not affect the data plane as well incidents in the data plane will not affect the data plane. The control plane respects the security best practices: physical security; remote access using Virtual Private Network (VPN) services; encrypted information exchange; up to date hardware and software. In case of security incident in the control plane the response plan will go through the following steps: (1) identification of the source of the incident, (2) isolation of the source of the incident, (3) recovery, (4) documentation of the incident, (5) elaboration of a prevention plan for the similar incidents:
1. Identification of the source of the incident – Security incidents and threat risks are identified using the proactive monitoring, users feedback, periodically security checks.

2. Isolation of the source of the incident – the compromised part of control plane need to be taken out from production system
3. Recovery process – The security threat is corrected. The component is tested and put back in production

4. Documentation of the incident – Each security incident is well documented in DYNESTAR's knowledge base

5. Elaboration of a prevention plan – Methodologies are defined and tested to avoid the recurrence of the recovered security incident.
E. Usage Policy of International Links
The international links making part of this proposal will interconnect through lightpath exchanges major R&E networks on both sides of the Atlantic and beyond. Particular consideration is given to connections to LHC Tier1, Tier2 and Tier3 sites, as they are expected to be the main users of the services at least in the initial stage. 
The Acceptable Use Policy (AUP) will encompass all data intensive research fields requiring high throughput data transfers, such as eVLBI, LIGO, nuclear and plasma physics, etc.

Utilization metrics will be collected on site and virtual organization basis for circuit oriented connections by means of AA mechanisms incorporated in the control plane software. Each request is authenticated and authorized before accepting the circuit reservation. For IP connections, peering policies will enforce rightful utilization, while netflow/sflow metrics will be collected for evaluation purposes.

F. Budget proposal
The DYNESTAR budget takes large advantage from the fact of cost sharing with the existing US LHCNet project funded by DOE. In particular colocation, maintenance and manpower costs are reduced, and represent a fair share of the total. The transoceanic OC-192 circuits will connect to new ports on existing CIENA CoreDirector optical multiplexers.

Part of the infrastructure costs is contributed by our partners. CERN contributes directly by acquiring the necessary CIENA hardware in Geneva, as well as bears the colocation costs there. SURFNet contributes by providing capacity on the Geneva-Amsterdam 100Gbps link and its associated share of hardware resources, and the manpower to operate it.

The yearly costs breakdown is shown in Table 1. The costs for 2010 and 2011 are based on current pricing obtained from USLHCNet’s RFP evaluation (Spring 09), its vendor pricing tables, and its effective operational costs. Costs in 2012-2014 include projected cost evolution under the assumption of a yearly 10% cost decrease per 10Gbps transatlantic bandwidth.
	Year
	2010
	2011
	2012
	2013
	2014

	Bandwidth (Gbps)
	20
	30
	40
	50
	60

	Transatlantic Circuit Lease Cost (k$)
	300
	435
	560
	680
	780

	Infrastructure Cost (k$)
	335
	350
	300
	150
	150

	Maintenance and colocation (k$)
	30
	45
	60
	75
	90

	Manpower (1FTE, k$)
	170
	170
	170
	170
	170

	US LHCNet Cost to NSF (k$)
	835
	1000
	836
	1075
	1190


Table 1: Budget table with yearly costs breakdown.
Averaged over the grant duration of 5 years, the costs to NSF amount to USD 987 k per year. 
On the road to 100Gbps technology, USLHCNet’s roadmap foresees an upgrade of the optical switching equipment (CIENA CoreDriector) to the next generation platform in 2010/2011. As a fair share contribution from DYNASTAR, we include the upgrade of the routing (Layer 3) equipment. This is visible as infrastructure costs arising in 2011 and 2012 in the budget table above.

G. Management plan
1. Management and Organization
2. Project Schedule and Milestones

1. Design, Planning and Tender Procedure (4 months)

The first phase will consist of the design and planning together with our partner networks, of the services to be delivered. 
A Request For Proposals will be prepared, based on the successful USLHCNet RFPs
. Based on this experience, the RFP will be issued within one month following the award, and with a 3 month deadline.

While awaiting the RFP replies, DYNESTAR will prepare the services to be delivered. Peering agreements between DYNESTAR and its partner networks will be prepared. 
2. Deployment (6 months)

The deployment phase will include hardware deployment to support the additional circuits, deployment and test of new circuits, expected to be available about 3 months after the announcement of the RFP results. Monitoring of the new infrastructure will be immediately available through preparation during the previous phase.
In this deployment phase, the Layer 3 peerings, where not yet present, will be enacted, tested and tuned. Layer 1 connections to exchange points and partner networks will be installed. The acquired links will be integrated into the dynamic circuit provisioning system, and tested in collaboration with US and European partners.

Common monitoring infrastructure will be extended to include the new links.

The DANTE AutoBAHN project is expected to be available as Service Activity by summer 2010, thus integration with the DCN deployed in DYNESTAR falls into this phase.

3. Operation (October 2010 - December 2014)
By late 2010 the DYNESTAR network will become fully operational, and provide services between partner networks across the Atlantic.
4. Upgrades
The transatlantic capacity is planned to increase every year. This upgrade plan will be made part of the initial RFP. The deployment of new links will be carried out in a completely transparent manner, as has been the case for USLHCNet in the past. 

By 2012/2013 we foresee first transatlantic 40 or 100Gbps circuits to be commercially available. The upgrade of the existing switching and routing hardware is planned to happen in late 2010 for the CIENA CoreDirectors, and in 2011/2012 for the routers. While the chassis upgrade cannot be made completely transparent, our planning will minimize the impact on services by staging the installation in time. Due to the intrinsic resiliency in the fabric, services are expected to be only marginally reduced during the installation.

… The above is the start of something (very) new (!) – but the following is left over from the DYNES Summary version of July 28:

DYNES is designed to handle the large long-distance data flows required to support the investigations of scientists throughout the US and overseas in support of the LHC, LIGO, the Virtual Observatory and other large scale sky surveys, as well as other leading programs in data intensive science, but will also be made available and serve the broader scientific community at these campuses. 

By integrating existing and emerging standard protocols and software suites for dynamic circuit provisioning and scheduling, in-depth end-to-end network path and end-system monitoring, and higher level services to be developed for monitoring and management on a national scale, DYNES will allocate and schedule channels with bandwidth guarantees to each of several classes of prioritized data flows with known bandwidth requirements, and where needed to the largest high priority data flows. This will enable Internet2 and network partners to utilize and share their available network resources with far greater effectiveness than otherwise possible. DYNES is dimensioned to support many data transfers each of which require aggregate network throughputs between sites of 1-20 Gigabits/sec (Gbps) now, rising to the 40 to 100 Gbps range where needed in the coming years, as next generation network technologies and server interfaces emerge.  This capacity will enhance by an order of magnitude the researchers’ ability to distribute, process, access and collaboratively analyze datasets at university-based Tier2 and Tier3 centers in the range of 1 to 100 Terabytes now, and Petabyte-scale datasets in the near future once the LHC begins operation this year. Astrophysicists involved in current (JIVE, EVN, EXPreS) and next generation (SKA and SKA pathfinders) eVLBI projects, as well as other programs such as JDEM and LSST, will be able to enhance the reach and sensitivity of their investigations as the data acquisition rates increase keep pace with the advance of network technologies in the coming decade. 

DYNES is based on a “hybrid” packet and circuit architecture composed of Internet2’s Dynamic Circuit Network (DCN) and extensions over regional and state networks to the US campuses as well as transoceanic (IRNC, USLHCNet), European (GEANT2) and Asian (for example SINET3 in Japan and  RNP and ANSP in Brazil) research and education networks to reach CERN as well as other laboratories and campuses overseas. DYNES will leverage the network infrastructures of Internet2 and its R&E network partners, as well as the computing and storage facilities at the participating sites. 

DYNES will build on existing major key software components and sub-systems which have already been individually field-tested and hardened. These include Internet2’s DCN Software Suite, which includes a resource broker, path-building, and inter-domain circuit building (IDC, aka ESnet’s OSCARS
) components, integrated into a single package that conforms to a selected set of standards (the DICE control plane, OGF, UNI, ENNI, GMPLS, GLIF) which are implemented so as to interwork with the hybrid network software implementations of Internet2’s network partners. The DCN software suite is open [BSD license] and release-managed by Internet2 in collaboration with a larger working group formed to support and develop DCN in the context of the Global Lambda Integrated Facility (GLIF). 

DYNES also includes the emerging standard perfSONAR monitoring and measurement system as well as Caltech’s MonALISA system, as well as the UltraLight Linux kernel developed at Michigan and the state of the art data transfer tools and applications already developed at Caltech (FDT, FDT/dCache) or under development (FDT/Hadoop) for transfers among storage systems separated by national and intercontinental distances, which have been developed in NSF’s UltraLight and Physics Lambda Network System (PLaNetS) projects.

The deployment of DYNES is essential for the efficient use of the available network resources and for enhancing the working efficiency if its users. This will be achieved by using (1) A set of APIs that enable data transfer requests from authenticated and authorized requestors to communicate parameters characterizing the transfer attributes (size, level of priority, desired ETA, loss tolerance, etc.), (2) Queues for tasks (transfers) of different lengths and levels of priority, coupled to dynamic (real or virtual) path-construction services for the most demanding, high-priority tasks, leveraging the work of the DOE-funded OSCARS, TeraPaths and LambdaStation projects (3) A task "director" aided by end-system agents to partition the work among foreground, real-time-background and queued transfers, (4) Network path and topology discovery, path performance estimation, and tracking services, based on monitoring services  such as PerfSONAR and MonALISA (ML), along with autonomous agent-based services using ML’s field-proven globally scalable real-time messaging infrastrucuture, and (5) Policy-based network path-request and utilization services, incorporating the OSG infrastructures for authentication, authorization and accounting.  

The DYNES team will partner with the LHC and astrophysics communities, the Open Science Grid and Worldwide LHC Computing Grid (WLCG) to deliver the above capabilities to the LHC experiments, LIGO, VO and the afore-mentioned eVLBI programs, broadening their existing Grid computing systems by promoting the network to a reliable, high performance, actively managed component.  It will enhance High Energy Physics (HEP) applications by closely coupling to the Grid-based physics production and analysis systems which are now in use in ATLAS, CMS, ALICE and LHCb.  Physicists will use Internet2’s DCN, and where applicable ESnet, US LHCNet and the overseas partner networks, as well as the UltraLight network testbed, helping them to meet near-term data analysis milestones and greatly improve the performance and robustness observed in data handling operations. Astrophysicists will enhance their ability to locate, extract and if needed distribute and further process massive datasets. Radio astronomers will enhance the sensitivity and discovery reach of their explorations, acquiring, processing and correlating data at burst-rates one to two orders of magnitude higher than previously attainable.

Broad Impact: The deployment of DYNES, though its groundbreaking character as the first intercontinental hybrid packet- and circuit production network system aimed at data intensive science, and its unprecedented level of network capability in handling large data flows and real-time data streams, will represent a watershed in the history of research and education networks, as well as the scope of their national and international partnerships. In addition to the OSG software stack and perfSONAR, the MonALISA autonomous agent-based services, field-proven in seven years of round the clock non-stop operation in support of Grid operations for the LHC experiments, Caltech’s EVO collaborative system, and many other applications,  will bring a new level of scalability and operational efficiency to national and global-scale data networks and their monitoring and measurement infrastructures, as well as the new scheduling services to be developed.  

Education and Outreach: In collaboration with the CHEPREO and similar E&O efforts targeting under-served communities both in the US and overseas, we will reach a wide variety of students at our collaborating institutes including a significant number of students from traditionally underrepresented groups and minorities and students from our collaborating international institutions. State of the art standalone services and lightweight tools (in easy to use well-packaged forms that will evolve from the present production-ready tools), as well as tutorials and ongoing clear advice and training in the configuration of servers, network interfaces, the Linux kernel, file systems, and high performance TCP stacks will be provided. This will lower the barriers, and enable individual graduate students, undergrads, postdocs and faculty to use DYNES to achieve high throughput in support of their research in many data intensive fields.
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� Originally, DICE stood for DANTE, Internet2, Canarie, ESnet. Caltech/USLHCNet joined in 2008.


� Global Lambda Integrated Facility, � HYPERLINK "http://www.glif.is" �http://www.glif.is� 


� DANTE manages the pan-European Research and Education network GEANT3.


� Dutch National Research and Education Network


� Joint collaboration between the Nordic NRENs (in Denmark, Sweden, Norway, Iceland and Finland)


� French National Research and Education Network


� Also part of the next generation ITU OTN standard (ITU-T Recommendation G.7042).


� DANTE/GEANT: AutoBAHN, SURFNet: DRAC. Also interoperability with the European Phosphorus project has been demonstrated.


� USLHCNet has been issuing yearly RFPs for its transatlantic circuit infrastructure in order to optimize the costs since 2006.


� The focus of the ESnet On-Demand Secure Circuits and Advance Reservation System (OSCARS) is to develop and deploy a prototype service that enables on-demand provisioning of guaranteed bandwidth secure circuits. See http://es.net/oscars





�Domestic circuits are out of scope, need to change once we have final design





