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In expectation of LHC’s scheduled startup, Fermilab’s networking efforts in 2008 have been directed toward enhancing the capabilities and resiliency of its wide-area network facilities and services.  The Laboratory has re-architected the local network infrastructure within the US-CMS Tier-1 Center to support a basic level of redundancy.  The robustness of the critical network path to the Tier-0 Center at CERN has been enhanced through greater path diversity.  Off-site data movement continues to focus on expanding deployment and use of end-to-end data circuits for large scale science, such as CMS.  Finally, new network monitoring tools have been developed that significantly enhance network utilization and performance monitoring capabilities.  Improvements in these areas represent major upgrades to Laboratory’s overall wide area network capabilities.  Continued upgrade and enhancement of these facilities is expected in the coming year. 
Enhanced Redundancy for Local and Wide Area Network Infrastructures
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The Fermilab US-CMS Tier-1 Center consists of approximately 1700 systems distributed across three computer rooms.  The standard network configuration for the Tier-1 facility is Cisco Catalyst 6509s deployed as access switches, each configured with one four-port 10GE module and seven 48-port 1000B-T modules to support end systems in logical blocks of 336.  Since computation within the Tier-1 is highly network I/O bound, all four 10GE ports on an access switch are use for its uplink connection. In 2008, the US-CMS Tier-1 LAN was redesigned to distribute the access switch uplinks across two different core switches (Figure 1).  Each access switch is now connected to two core routers for the Tier-1 LAN, one via 30GE ether-channel, and the other via a single 10GE uplink, thus maintaining the 40Gbps aggregate uplink capacity.  A data center-wide VLAN, combined with the Gateway Load Balancing protocol (GLBP), allow the full 40Gbps to be utilized at any time, and not keep the single 10GE uplink relegated to standby mode.  In the event of failure or scheduled outage of one core US-CMS Tier-1 routers, the facility is able to continue operations, albeit at somewhat reduced network bandwidth capacity. GLBP also provides redundancy for the first-hope default gateway. Thus, a failure of one core router does not break connectivity for the end systems using that router as the default gateway.  
In 2008, the Laboratory’s network connectivity to the LHC Tier-0 Center at CERN was re-engineered to have a higher degree of path diversity between its primary and secondary LHC Optical Private Network (LHCOPN) paths.  Due to the critical importance of this network connectivity for CMS pre-processed data movement and storage, there has historically been both primary and failover LHCOPN paths across the Atlantic, provided by US-LHCnet.  However, regional access to Fermilab via either path traversed common network equipment and the same local fiber cable into the Laboratory.  The completion of the ESnet Chicago Metropolitan Area Network (MAN) in late 2007 enabled Fermilab to expand its LHCOPN path diversity in 2008.   The Laboratory’s LHCOPN primary and secondary paths now follow physically separate cable routes all the way to CERN, maximizing the traversal path diversity (Figure 2).
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Remote Site Experiment Transit Provider(s) Max B/W
CERN — LHCOPN primary CMS US-LHCnet 10 Gb/s
CERN - LHCOPN secondary CMS ESnet (SDN), US-LHCnet 3 Gb/s
ASGC CDF, CMS ASnet 2Gb/s
Caltech CMS UltraLight, Internet2 DCN | 10 Gb/s
Florida CMS UltraLight 10 Gb/s
MIT CMS ESnet (SDN) 10Gb/s
Nebraska CMS Internet2 DCN 10Gb/s
Purdue CMS Purdue 10 Gb/s
UCSD CMS ESnet (SDN) 10Gb/s
Wisconsin CMS WISnhet 10 Gb/s
DE-KIT CMS US-LHCnet/ESnet (SDN) 1Gb/s
IN2P3 DO / CMS ESnet (SDN), GEANT 2 x 1Gb/s
IoP; Prague, Cz DO Surfnet; CESnet 1 Gb/s
McGill CDF / DO CAnet4 1 Gb/s
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Further enhancements to path diversity are expected in 2009, with the planned implementation of redundant MAN hubs at Fermilab.
Wide-Area Data Movement Support:

Fermilab’s strategic direction for supporting large-scale, high impact data movement continues to be based on alternate path, end-to-end (E2E) data circuits.  The LHCOPN circuits are just one example of the successful use of this technology.   In 2008, inbound traffic load amounted to 6.1 petabytes, an increase of 27% over the 2007 level.  Circuit-based network connections, largely LHCOPN traffic, carried approximately 73% of the total inbound traffic.  Outbound traffic load dropped to 8.4 petabytes for the year, a 38% decrease from the previous year.  The drop was an expected consequence of a focus on Tier-0/Tier-1 data movement (primarily inbound), and away from Tier-1/Tier-2 data movement (primarily outbound).   Even with the reduced Tier-1/Tier-2 data movement, circuit-based network connections provided a majority of the Laboratory’s outbound traffic.   As soon as LHC starts production operations, outbound [image: image5.jpg]PerfSONAR-PS(psPS)
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traffic is expected to resume sustaining the peak levels reached in 2007, if not higher.  In 2008, the Laboratory continued to deploy new end-to-end circuits, primarily in preparation for LHC startup.  With the establishment of an E2E circuit to MIT, the Laboratory now has circuits to all seven US-CMS Tier-2 facilities.  E2E circuits were also put in to two European Tier-1 sites, DE-KIT and IN2P3.   Finally, while most of the Laboratory’s end-to-end circuits are statically configured, in 2008 progress was made in deploying and utilizing emerging dynamic data circuit technology.  A dynamic circuit capability to Caltech was implemented.  The existing dynamic circuit path with the University of Nebraska was vigorously exercised in production mode.  Table 1 displays the end-to-end data circuits currently in use at Fermilab.
Network Monitoring and Performance Enhancements:

Deploying network infrastructure redundancy and advanced network technologies, such as end-to-end data circuits has the side effect of adding complexity to network operations, support, and troubleshooting.  In 2008, the Laboratory implemented several tools to assist in dealing with those added levels of complexity.  One major enhancement was the development of a LAN weather map to display the link traffic loads within the US-CMS Tier-1 LAN.  The weather map provides a real time, high-level view of LAN traffic conditions for system and network managers. It aggregates the ether-channeled 10GE uplinks of a Tier-1 access switch into a logical 30GE link.  The weather map is shown in figure 3.
The Laboratory has also been an active participant in a joint initiative with Internet2, ESnet, and BNL to deploy a decentralized distributed network monitoring mesh between US-LHC Tier-1 & Tier-2 sites. The initiative is part of the perfSONAR-PS development effort to provide an active performance monitoring software package that includes one-way latency (OWAMP), throughput (BWCTL), and round trip time (PingER) measurements on a continuous basis.  Fermilab provided the development effort to integrate the long-standing PingER measurement tool into the perfSONAR-PS package.  The finished package is available on a Knoppix bootable CD, which has very minimal configuration requirements.  The Laboratory has deployed a perfSONAR-PS server and is actively working with US-LHC Tier-2 & Tier-3 sites to expand the deployed base of monitoring systems.  Figure 4 displays a conceptual view of the distributed active monitoring effort within the US-LHC community.  Information on the perfSONAR tool kit is available at (http://code.google.com/p/perfsonar-ps/wiki/NPToolkit).
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Figure 2 – LHCOPN path diversity





Table 1 – Fermilab End-to-end Data Circuits





Figure 3 – US-CMS Tier-1 LAN weather map





Figure 4 – perfSONAR-based active monitoring effort








